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Next generation sequencing has led to a deluge of biological sequence
data in the public domain. Almost everything in bioinformatics depends
on the inter-relationship between sequence, structure and function (all
encapsulated in the term relatedness), which is far from being well under-
stood. In particular, pairwise statistical significance has been recognized
to be able to accurately identify related sequences (homologs), which is a
very important cornerstone procedure in numerous bioinformatics appli-
cations. However, it is both computationally and data intensive. To pre-
vent it from becoming a performance bottleneck, we resort to high per-
formance computation techniques for accelerating the computation. In
this chapter, we first present the algorithm of pairwise statistical signifi-
cance, then describe several high performance algorithms, which enable
significant acceleration of pairwise statistical significance estimation.

1. Introduction

The past decades have witnessed dramatically increasing trends in the

quantity and variety of publicly available genomic and proteomic sequence

data. As of December 15, 2012, for example, there are approximately

148,390,863,904 bases from 161,140,325 reported sequences in GenBank,

which is maintained by National Center for Biotechnology Information

(NCBI). In addition, GenBank still continues to grow at an exponential

rate, doubling in size every 18 months (Moore’s Law at work again). Thus,
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how to deal with these data, make sense of them, and enable them accessi-

ble to biologists working on a wide diversity of problems is a big challenge

in bioinformatics.1

The overall aim of the data mining is to identify patterns and establish

relationships from a raw data set and transform it into a comprehensi-

ble form for further use. In particular, the “raw data” in bioinformatics

mainly refers to genomic sequence. There exist many complex data mining

tasks, which usually cannot be handled directly by standard data mining

algorithms. Genomic data mining and knowledge extraction for biological

problems has become one of top 10 challenging problems in data mining

research.2

Pairwise sequence alignment (PSA)3 is one of the most widely used

technique that tries to mine such relatedness from proteomic and genomic

data. Many bioinformatics applications have been developed on the basis of

pairwise sequence alignment, such as BLAST,4 PSI-BLAST,5 and FASTA.6

PSA generates a score for an alignment as a measure of the similarity

between two sequences. Generally, the higher the score, the more related

the sequences. However, the alignment score depends on various factors

such as alignment methods, scoring schemes, sequence lengths, and se-

quence compositions.7 As a result, judging the relationship between two

sequences solely based on the scores may often lead to a wrong conclusion.

For instance, it is possible that two related sequences of length 100 have

an alignment score of 50, but two other unrelated sequences of length 500

have an alignment score of 200, suggesting that alignment score by itself is

not sufficient to comment on homology. Therefore, it is more appropriate

to measure the quality of PSA using the statistical significance of the score

rather than the score itself.8 Statistical significance of sequence alignment

scores is very important to know whether an observed sequence similarity

could imply a functional or evolutionary link, or is a chance event.7 Ho-

mology (i.e., common evolutionary ancestry) can be reliably deduced for

proteins that share statistically significant sequence similarity.9 Accurate

estimation of statistical significance of gapped sequence alignment has at-

tracted a lot of investigation in recent years.10–25

1.1. Biological sequence

There exist millions of different species inhabiting the Earth. At the molec-

ular level, however, all these living entities basically consist of three major

macromolecules, i.e., deoxyribonucleic acid (DNA), ribonucleic acid (RNA),
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and proteins, which are essential for all known forms of life, serving as the

building blocks of life.

DNA is a nucleic acid which carries the genetic instructions used in the

development and functioning of all known organisms (with the exception

of some viruses). DNA is capable of self-replication and also responsible

for the transmission of hereditary characteristics from one generation to its

offspring.

In essence, the DNA is a double chain of molecules called nucleotides,

twisted together into a helical structure known as the double helix. The

two chains (called strands) are complementary. In such a way, it is possible

to infer one strand from the other. The nucleotides are differentiated by a

nitrogen base that is made up of four types: adenosine, cytosine, guanine,

and thymine. These bases tie the two strands together. Adenosine always

bonds to thymine, whereas cytosine always bonds to guanine, resulting in

forming base pairs (bp) (Fig. 1), which are the most common units for mea-

suring the length of a DNA. In fact, a DNA can be determined uniquely by

listing its sequence of nucleotides, or base pairs. Consequently, for practi-

cal purposes, the DNA is abstracted as a responding text over a four-letter

alphabet, each representing a different nucleotide. Adenosine, cytosine,

guanine and thymine are abbreviated as A, C, G and T, respectively.

DNA anti-codon strand

DNA coding strand

mRNA

G GCC CCUU A A GUU C C

AA GCT T CC CCC TTT GG TTTT T AA AA G GG GCC AT C C

ACGAA A AA AAA A AT TT T T TTG GG G GG GG C CC CCC G

RNA
Polymerase

Base pair

Fig. 1. The structures of DNA and RNA

Although both RNA and DNA are nucleic acids, unlike double-stranded

DNA, RNA is a single-stranded molecule in many of its biological roles. It

has ribose instead of deoxyribose and has a much shorter chain of nu-
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cleotides compared to DNA. In addition, the complementary base in RNA

sequence to adenine is not thymine, but rather uracil (abbreviated as U).

Roughly speaking, proteins are accountable for what a living being is

and does in a physical sense.26 They accomplish most of the functions of

a living cell and determine its shape and structure. A protein is a linear

sequence of molecules named amino acids.

The DNA segment that carries genetic information is called a gene. In

the simplest sense, expressing a gene means that manufacturing its corre-

sponding protein is a must. To to this, two major steps should be done.27

In the first step, the genetic information in DNA is transferred to a messen-

ger RNA (mRNA) molecule. This process is called transcription, in which

RNA polymerase is used to construct RNA chains using DNA genes as tem-

plates. The resulting mRNA is a single-stranded copy of the gene, which

next is translated into a protein molecule. In the second step, the mRNA

is “read” according to genetic code. On the basis of the instructions from

mRNA, the DNA sequence can be translated into the amino acid sequence

in proteins. This process is named translation.

According to “central dogma” first formulated by Francis Crick,28 there

exists one flow in one direction: from DNA to mRNA and from mRNA to

proteins in biological systems. However, this dogma does not always hold

(disagree with its name). Under some situations, such as those involving

viruses or special interventions in a laboratory, other types of information

flow are also possible. For example, some viruses (such as HIV, the cause

of AIDS) use RNA instead of DNA as their genetic material. Their RNA

genomes are transcribed into DNA by the way of a process called reverse

transcription. The translation flow among DNA, mRNA and protein is

shown in Fig. 2.

A sequence of three successive nucleotide bases in the transcript mRNA

constitutes a codon. As a result, it may be formed with combination of

‘AUG’ or ‘ACG’ or so on. When interpreted during protein synthesis, each

such codon is able to direct a particular amino acid into the protein chain.

Since there are four possible nucleotide bases to be incorporated into a

codon, there are 64 possible codons (43 = 64) in theory. Actually, the 61

out of 64 codons only signify 20 known amino acids in proteins, which means

that more than one codon specify the same amino acid. For instance, in

addition to ‘CGU’, five additional codons specify the amino acid arginine.

The 3 out of 64 condos (i.e., ‘UAA’, ‘UAG’ and ‘UGA’) are the stops which

signal the end of a protein sequence.
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Fig. 2. Translation flow among DNA, mRNA and protein

For simplification, the 20 different amino acids have their individual

three-letter code as well as single-letter code (SLC). For example, alanine,

one the most frequently appearing amino acids, is represented by three-

letter code ‘Ala’ or the SLC ‘A’. Similar to DNA, proteins also can be readily

represented as a string of letters describing its sequence of amino acids using

their SLCs. Note that the four base letters (i.e., ‘A’, ‘C’, ‘G’ and ‘T’) that

constitute of DNA sequences also appear in the set of 20 residue characters

that form protein sequence, but have respectively different meanings in the

two encodings.

1.2. Homology and similarity

Given a newly sequenced gene and its protein product, how can we predict

its potential functions? Sequence comparison is often used to answer this

question. It aims at finding important sequence similarities that would

allow one to infer homology.

Homology between DNA (RNA) or protein sequences is defined in terms

of shared ancestry. In general, homologs display conserved functions, which

means that homologous sequences usually have the same or similar func-

tions. Thus, the functions of a new sequence can be deduced relatively

reliably from its homologous sequences if the homologous sequences with

known functions can be identified.

Homology is usually inferred based on the similarity between sequences.

Intuitively, the similarity of sequences refers to the degree of match be-

tween corresponding positions in sequence. Sequence comparison is most
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informative when it detects homologous proteins. However, a usual error

in the molecular biology literature is that the terms “percent homology”

and “sequence similarity” are often used interchangeably. In fact, sequence

similarity is not sequence homology. As pointed out by Fitch and Smith,29

sequences can be either homologous or non-homologous, but not in be-

tween. Sequence similarity is a measurement of the matching characters

in an alignment, whereas homology is a statement of common evolutionary

origin.30 Sometimes, sequence similarity occurs only by chance. There-

fore, similarity does not necessarily imply homology, but is an expected

consequence of homology.

1.3. Sequence alignment

Protein sequence comparison is the most powerful tool for characterizing

protein sequences since the enormous amount of information is preserved

throughout the evolutionary process. For many protein sequences, an evo-

lutionary history can be traced back 1-2 billion years.31 By contrast, DNA

sequences tend to be less informative than protein sequences.

With the development of genome analysis and large-scale sequence com-

parisons, sequence alignment becomes essential to recognize sequence sim-

ilarity, which may be a meaningful indicator of homology.

Definition 1. Sequence alignment is the comparison of two or more

sequences by searching for a series of individual characters or character

patterns that are in the same order in the sequences.30

In pairwise alignment, two sequences are aligned through writing them

in two rows. Identical or similar nucleotide or amino acid residues are

placed in the same column. Otherwise, non-identical characters are placed

either in the same column as a mismatch or opposite a gap in the other

sequence so that identical characters are aligned in successive columns. The

two sequences may be “broken” into smaller pieces by inserting necessary

spaces in themselves, which guarantees that identical subsequences are fi-

nally aligned in a one-to-one correspondence. Clearly, there is no use for

inserting spaces in both sequences at the same position. At last, the two

sequences end up with equal size.

In the simplest sense, the following example illustrates an alignment be-

tween the sequences Seq1 =“CTGTCGCTGC” and Seq2 =“TGCCGTG”,

as shown in Fig. 3. In this example, four matches are highlighted with

vertical bars. By contrast, non-identical characters are placed either in the
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same column as a mismatch or opposite a gap in the other sequence so that

identical characters are aligned in successive columns. Two mismatches can

be identified in the example: a ‘T’ of Seq1 aligned with a ‘C’ of Seq2, and

a ‘G’ of Seq1 aligned with a ‘C’ of Seq2 . The insertion of spaces generated

gaps in the two sequences. They are important to allow a good alignment

between the sub-sequence “TG” of both sequences.

| | | |

C T G T C G - C T G C

- T G C - C G - T G -

-5 10 10 -2 -5 -2 -5 -5 10 10 -5

-5 5 15 13 8 6 1 -4 6 16 11Prefix sum

Seq1

Seq2

mismatch

Fig. 3. Scoring pairwise sequence alignment

Once the alignment is done, we need to differentiate good alignments

from poor ones. As a result, alignment score is needed to evaluate the

quality of an alignment.

Definition 2. Sequence alignment score is the sum of the individual

log odds scores which are assigned to each pair of aligned characters on the

basis of a given scoring scheme in the alignment

In sequence alignment, matches are usually rewarded, whereas mis-

matches and gaps are penalized. The overall score of the alignment can

then be obtained by adding up the score of each pair of characters. For

instance, using a scoring scheme that gives a ‘+10’ value to matches

and ‘-2’ to mismatches and -5 to gaps, the alignment of Fig. 3 scores

−5 + 10 + 10− 2− 5− 2− 5− 5 + 10 + 10− 5 = 11. In general, the higher

the score, the better the alignment.

There are two kinds of pairwise sequence alignment(i.e., global and lo-

cal). In global alignment, an attempt is made to align every residue in every

sequence up to both ends of each sequence. This is to say, global alignment

tries to find best match of both sequences in their entirety. For the two

assumed protein sequence fragments in Fig. 4-(a), the global alignment

is extended over the whole sequence length to include as many matching
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residues as possible. In this tiny example, Seq1 =“PSTKDFGKISESRE”

(whose length is 14) and Seq2 =“LERSFGKINMRLE”(whose length is 13),

and the vertical bars between the sequences indicate that the presence of

same residue along the whole entire sequence. Global alignment tries to

match them to each other from end to end, even if parts of the alignment

are not very convincing. This alignment can be made possible by including

gaps within one or both sequences. The sequences that are similar and of

roughly same size are suitable candidates for global alignment.

(a) Global alignment

(b) Local alignment

: . | | | | :

- - - K D F G K I S - - - -

- - - R S F G K I N - - - -

. . : . | | | | : . . . |

P S T K D F G K I S E S R E

- L E R S F G K I N M R L E

Fig. 4. Distinction between global and local alignment (Symbols: ‘|’ denotes identical
character, ‘:’ denotes conserved substitutions, ‘.’ denotes semi-conserved substitution,

and ‘-’ denotes a gap in the sequence.)

In local alignment, alignment will stop at the borderlines of regions of

strong similarity, and finding these local regions has a much higher priority

than extending the alignment to include more neighboring residue pairs.

One or more of the most similar region(s) within the sequences are aligned,

thus generating one or more islands of matches or sub-alignments in the

aligned sequences, as shown in Fig. 4-(b). Dashes in the figure signify that

the sequence is not included in the alignment. Local alignment is more

suitable for aligning sequences that differ in length, or share a conserved

region of domain. In the cases of the analysis of protein sequence, local

alignment is expected as a more useful tool for dissimilar sequences, which

may include possible similar sequence motifs or regions of similarity within

their larger sequence context.
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Obviously, alignment scores are not precise enough if only “match” or

“mismatch” are used to estimate the similarity of sequences. Thus, we

need a more accurate scoring scheme (also called scoring system) to find

the optimal alignment among sequences.

Definition 3. Scoring scheme is the system that defines the score for

aligning two characters of a given alphabet, and the score for gaps (or gap

extensions) within alignments.

Given a scoring scheme and an alignment between two sequences, a

more precise alignment score can be calculated as the sum of the scores for

aligned character pairs plus the sum of the scores for all gaps. Levenshtein

distance is a vivid example for a scoring scheme. During the computation of

Levenshtein distance, each mismatch between two aligned characters costs

1 and each character that is aligned with a gap costs 1. Converted into

scores instead of costs, mismatches obtain a score of -1 and gaps obtains

a score of -1 per character, whereas matches costs nothing. This scoring

scheme makes a distinction between between “match”, “mismatch”, and

gaps. The score for a gap of length k is gap open + (k − 1)× gap extend.

If gap open is equal gap extend, the score scheme uses linear gap costs,

otherwise it uses affine gap costs.

For the convenience of calculation, scoring schemes can store a score

value for each pair of characters in a substitution matrix. Substitution

matrix is a key factor in evaluating the quality of a pairwise sequence

alignment, which assigns a score for aligning any possible pair of (pro-

tein or DNA) residues. The theory of amino acid substitution matrices

is described in 32, and also applied to DNA sequence comparison in 33.

Generally, different substitution matrices are custom-tailored to detecting

similarities among sequences, which are diverged by different degrees.32–34

Examples for this kind of scoring scheme are PAM250 and BLOSUM62.

The similarly score that an alignment program outputs depend strongly

on the scoring scheme it uses. No single scoring scheme is the best for all

purposes. Also, even if the alignment score is optimal for a given scoring

scheme, it does not mean the aligned sequences are biologically related.

To determine whether the similarly score between two sequences implies

an evolutionary link or not, one has to know how probable it is that we could

have obtained the same score by aligning completely unrelated sequences.35

Therefore, statistical approaches are often used to estimate the significance

of the alignment score.
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2. Statistical significance

In this section, we discuss how to verify whether or not one given alignment

between two sequences is significant in terms of potential homology. This

task can boil down to asking an equivalent question, i.e., when the same

scoring system is used, how often two unrelated sequences or two different

random sequences of about the same length as the test sequences can be

aligned to obtain as high an alignment score as the two test sequences.30

The task related to estimating the significance of an alignment score, in

essence, is estimating data reliability and how well the data support a

specific hypothesis or prediction.

2.1. Why statistical significance?

Biologists usually use pairwise alignment programs to identify similar, or

more specifically, related sequences or homologs (having common ancestor).

In general, more related sequences will have higher similarity scores. How-

ever, there are many factors, such as the compositions of sequences, the

lengths of sequences and the user-defined scoring system, that can affect

an alignment score to different extents.7 Thus, inferring the relationship

between two sequences solely based on the scores may lead to a wrong

conclusion.
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Fig. 5. Two different distributions of alignment score
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Fig. 5 shows that two alignment score distributions (probability density

functions) “Dist. A” and “Dist. B”. Assuming that scores x and y are in

the score distributions A and B, respectively. Obviously, x < y, but x

is more statistically significant than y, since x lies more in the right tail

of its distribution, meaning that it is less probable to have occurred by

chance. The shaded region in this figure presents the probability which

a score equal or higher could have been obtained by chance. Thus, the

biological significance of a pairwise sequence alignment or the potential

relatedness of the two sequences being aligned is better gauged by the

statistical significance of the alignment score rather than by the alignment

score alone.8

Although statistically significant patterns have attracted much investi-

gation, it is necessary to note that statistical significance is not equivalent

to biological significance.36,37 The main aim of the statistical significance

estimation is to accentuate the targets for experiments with potentially

meaningful results. Whether such highlighted sequences are indeed worth

further research or not, relies upon the quality of the P-value estimation

method.38

2.2. P-value in statistical significance

In statistical hypothesis testing, the P-value can be defined by:

Definition 4. P-value is the probability of obtaining an observed result

as extreme as, or more extreme than the one that was actually observed,

assuming that the null hypothesis is true.39

One often “rejects the null hypothesis” when the P-value is less than the

predetermined significance level α, which is often 0.05 or 0.01, indicating

that the observed result would be highly unlikely under the null hypothesis.

Herein the null hypothesis is a hypothesis about a population parameter,

which proposes that no statistical significance exists in a set of given obser-

vations. Depending on these observations, the null hypothesis either will

or will not be rejected as a viable possibility. Generally, the smaller the

P-value, the more strongly the test rejects the null hypothesis, that is, the

hypothesis being tested. The vertical coordinate in Fig. 6 is the probability

density of each outcome, computed under the null hypothesis. The P-value

is the area under the curve past the observed data point, which is shown

as a shaded area in Fig. 6.
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Most Likely Observation

Very Un-likely
Observations

Observed
Data Point

Very Un-likely
Observations

Fig. 6. Example of a P-value computation

In particular, the statistical significance of the resulting sequence align-

ment score between the sequences can be presented by the probability (i.e.,

P-value) that random or unrelated sequences could be aligned to generate

the same score. If an alignment score has a low probability of occurring

by chance, the alignment is considered statistically significant, and hence

potentially biologically significant.

Statistical approaches can be based upon theoretical models or upon

permutation reconstructions of the observed sequences.40 However, it is

only possible when the distribution ( or statistical model) of the alignment

scores is known precisely, which can be obtained by aligning many pairs of

random sequences.

2.3. Modeling statistical for local sequence alignment

2.3.1. Coin-Toss model

Originally, the significance of sequence alignment scores was estimated un-

der the assumption that these scores follow a normal statistical distribution.

If the sequences to be aligned are randomly produced by Monte Carlo strat-

egy, as in producing a sequence by picking balls representing 20 amino acids

or 4 bases (residues) out of box, and the number of each type is proportional

to the frequency that is found in sequences, the distribution of alignment

scores seems to be normal at first glance. However, this statistical model
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might not be appropriate since it is not suitable for predicting the number

of sequentially matched positions to expect between random sequences of

a given length. To estimate this number, coin-tossing experiments are used

to model a DNA or protein sequence.41

Random alignments normally comprise mixture of mismatches and

matches, just as a series of coin tosses generate a mixture of tails and

heads. The chance of generating a series of matches in a sequence align-

ment with no mismatches is similar to the chance of tossing a coin and

coming up with a series of heads.30 The numbers of interest are the highest

possible score that can be obtained in a certain number of trials.

To utilize the coin model, an alignment of two random sequences is

converted into a series of heads and tails. Here the two sequences are noted

as a = a1a2 . . . an, b = b1b2 . . . bn, respectively. Each of the two sequences

a and b is the same length n. if ai = bi, the equivalent toss result is an ‘H’,

otherwise the result is a ‘T’. The conversion of an alignment to a series of

‘H’ and ‘T’ tosses is illustrated in the following example:

a1a2a3a4 · · · an
b1b2b3b4 · · · bn

]
⇒ HTTH · · ·

where a1 = b1 and a4 = b4.

In such model, coins are usually considered that the probability of a

head is equal to that of a tail. In this example, the coin has a certain

probability p of scoring a head (H). The expected number of runs of heads

of length l in n coin tosses is E(l) ∼= npl. This relationship results from the

logic that the expectation (number of heads) is the product of the number

of tosses n, times the probability of pl heads at each toss. If the longest

run Rl is expected once, 1 = npRl and thus Rl = log1/p (n).

In some sense, finding the highest scoring segment in a single protein

or DNA sequence using a scoring matrix can be equivalent to finding the

longest run of heads in the coin-tossing sequence. In the scoring matrix, a

positive value is allocated to some of the residues, whereas −∞ is allocated

to all of the others. By the coin-tossing model, the average longest run of

matches in the alignment should be possible to use the Erdös-Rényi law to

predict the longest run of matches. If two random sequences of length m

and n (where m 6= n) are aligned in the same manner, the same law still

applies, but the length of the predicted matches is log1/pmn.

A more precise formula for the expectation value or mean of the longest

match, E(M) has been derived by Arratia and Waterman:42,43

E(M) ∼= log1/p (mn) + log1/p (q) + γ log (e)− 1/2 , (1)
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where q = 1 − p and γ = 0.577 is the Euler’s number. Equation 1 can be

further simplified to

E(M) ' log1/p (Kmn) , (2)

where K is a constant which relies on the base composition in sequence.

Equation 2 is very important for computing the statistical significance of

local alignment scores. Basically, it describes that as the lengths of unre-

lated or random sequences increase , the mean of the highest possible local

alignment score will be proportional to the logarithm of the product of the

sequence lengths.

2.3.2. Assessing the statistical significance using alignment scores

In sequence analysis, it is more useful to use alignment scores instead of the

match lengths for comparing alignments as discussed previously. The mean

alignment length two unrelated (or random) sequences given by Equations

2 can be easily extended to a mean alignment score just by using scoring

matrix values. Not limited to predict match lengths of sequences E(M),

Equations 2 can also be used to predict the mean alignment score E(S)

between random sequences of lengths m and n. In another word, assessing

statistical significance then is equivalent to computing the probability which

E(S) between two random (unrelated) sequences will be greater than an

observed alignment score between two test sequences. Based on the above

changes, the expected (or mean extreme) score between random sequences

can be given by :

E(S) = [loge (Kmn)]/λ . (3)

Karlin and Altschul40 offered a natural extension of the problem of

head-runs, or match-runs to the more general case of local similarity scores

for non-intersecting alignments without gaps. To ensure the scores are lo-

cal, the requirement that E(si,j) =
∑
i,j pipjsi,j < 0 should first be met.

The remarkable Karlin-Altschul model40 interprets the number of highest

scoring matching regions above a threshold by a Poisson distribution. Un-

der this assumption, the expected number of distinct local alignments with

score values of at least x is approximately Poisson distributed with mean

E(x) ' Kmne−λx , (4)

where λ and K are easily calculated parameters, and are dependent upon

the scoring scheme (substitution matrix and gap costs) employed.40,44 Eq.

4 is also known as “E-value”(Expectation value). In Eq. 4, the coefficient
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mn in can be regarded as a “space factor” for the fact that there are not

really mn independent places that could have generated score S ≥ x. Thus,

K < 1 is a proportionality constant that corrects the mn. Compared to

λ, K has a small effect during estimation of the statistical significance of a

similarity score.

For sequence analysis, the parameters λ and µ rely upon the composition

and length of the sequences being aligned. For those alignments that do not

include any gaps, parameter λ and µ can be computed from their scoring

matrix.30 The parameter λ provides the scale factor by which a similarity

score is multiplied to determine its probability. For alignment without gaps,

λ is the unique positive root to the following equation:∑
pipje

si,jλ = 1 , (5)

where pi and pj are the respective fractional representations of residues i

and j in the sequences, and si,j is the score for a match between i and j,

taken from a log odds scoring matrix, which is defined by32,40

si,j = ln
pi,j
pipj

, (6)

where pi,j is the probability that the residues i and j form a pair in the

alignment, thus, pi,j = pj,i.

In some sense, λ can be regarded as a factor that converts pairwise

match scores to probabilities, so that e−λx is similar to pl in the coin tossing

case. Therefore, just as in the coin-tossing example discussed above, the

expectation of a run of heads (or an alignment run that generates a score

S) is the product of a “space-factor” term, Kmn, and a probability term

e−λS .45

The following step is to determine the probability that a given alignment

score S reaches a greater score x. As in the single sequence case, we can

convert the problem from the probability of the longest match run to the

probability of score Sl ≥ x by considering the probability P (S ≥ x) when

a pair of residues ai, bj is matched with positive score si,j and all negative

scores are −∞. For local pairwise alignment scores with no gaps and a

mismatch score of −∞, the expected number of runs of score S ≥ x can

have a general form: E(S ≥ x) ∝ mnpx, or equivalently E(≥ x) ∝ mnexlnp
or mne−λx where λ = −lnp.40,45

The probability P (S ≥ x) can be predicted by the Poisson distribution

where the mean of the Poisson distribution is x.46 The Poisson distribution

applies when the number of trials is large but the probability of success in

a single trial is small, as in comparing many random (unrelated ) sequences
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and finding a rare positive alignment which has a high score. When the av-

erage number of times is µ, the Poisson distribution provides the probability

Pn of the number successes (i.e., 0, 1, 2, 3, . . . , n), Pn = e−µµn/n!. Gener-

ally, we are interested in the probability that an event occur ≥ n times. At

the same time, we usually ask for the probability which a high score happens

one or more times (n ≥ 1) in the case of sequence comparisons. In this case,

one can easily compute the probability that the event happened not zero

times: P (n ≥ 1) = 1− P (0), so P (S ≥ x) = 1− P (n = 0) = 1− e−µµ0/0!.

Since µ = E(x) = Kmneλx (see Eq. 4), 0! = 1, and µ0 = 1, the probability

of seeing an optimal alignment score S(≥ x) (i.e., P-value) can be given by:

P (S ≥ x) ' 1− exp(−µ) = 1− exp(−Kmne−λx) , (7)

Equation 7 describes the probability of having a similarity score S ≥ x in

a single pairwise comparison, in which a query sequence of length m aligns

against a subject sequence of length n. In fact, Eq. 7 is also identical to

an extreme-value distribution (EVD) or Gumbel distribution, which will be

further discussed below.

2.4. Gumbel extreme value distribution

Karlin and Altschul40 and Waterman and Arratia42 proved that local sim-

ilarity scores, at least for alignments without gaps, are expected to follow

a Gumbel distribution (a type I extreme value distribution(EVD).47

The EVD, to some extent, is like a normal distribution but with a pos-

itively skewed tail in the higher score range. It is a limiting distribution

for the maximum or the minimum of a large collection of random obser-

vations from the same arbitrary distribution. In particular, the maximum

observations in this chapter refer to the optimal sequence alignment scores.

The probability density function (PDF) of EVD is given by

f(x) = λexp
[
−λ(x− µ)− e−λ(x−µ)

]
, (8)

and its corresponding distribution function can be described as

P (S < x) = exp
[
−e−λ(x−µ)

]
, (9)

where −∞ < x < +∞, λ > 0 and −∞ < µ < +∞. Thus, the probability

of a score S ≥ x (i.e., P-value) can be given by

P (S ≥ x) = 1− exp
[
−e−λ(x−µ)

]
, (10)
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where µ is the mode (highest point or characteristic value of the distri-

bution), and λ is the decay of scale parameter. After strict theoretical

analysis, Altschul and Gish48 gave the representation of the characteristic

parameter µ:

µ = (lnKmn)/λ , (11)

where m and n are the sequence lengths, and K is a either computed or

estimated constant.

Combining Eq. 10 and Eq. 11 eliminates parameter µ and obtains the

following relationship (i.e., P-value), which can be written as seen in Eq. 7:

P (S ≥ x) ' 1− e−Kmne
−λx

= 1− e−E(x) .

The distribution of optimal alignment scores not only can be deduced

from Karlin-Altschul statistical model,40 but also can double confirmed by

Bastien and Marechal using reliability theory (see Ref. 49 for more details).

For local alignment without gaps, rigorous statistical theory about

the alignment score distribution has been developed, as discussed previ-

ously. There no perfect theory currently exists for gapped local alignment

score distribution. However, many computation experiments or simula-

tions34,46,50,51 also strongly imply that the gapped local alignment scores,

which are generated by the Smith-Waterman algorithm52 and approximated

by Gapped BLAST34 or FASTA,53 still follow an extreme value distribu-

tion.

3. Pairwise statistical significance

In general, there are two primary methods to estimate the statistical sig-

nificance of local sequence alignment. One is called database statistical

significance (DSS) reported by many popular database search programs,

such as BLAST,54 FASTA,6 and SSEARCH (using full implementation of

Smith-Waterman algorithm52). For a given sequence pair, pairwise local

sequence alignment programs provides the optimal alignment. In the case

of database searches, the second sequence is the database consisting of lots

of sequences. Clearly, E-values and P-values in DSS rely on the average se-

quence features like length, amino acid composition of the database being

searched.

To estimate statistical significance of a high similarity score obtained

during a database search, DSS needs to calculate a probability (i.e., P-

value) given by Eq. 7. To complete the calculation, it is fundamental to
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obtain the statistical parameters K and λ in Eq. 7 beforehand. The two

parameters are dependent on the background amino acid frequencies of the

sequences being compared and the scoring scheme. FASTA6 estimates the

two parameters from the scores generated by actual database searches (real

unrelated sequences), whereas BLAST254 estimates them in advance for

a given scoring scheme via comparing many artificial random sequences.

To finish the assessment of statistical significance, this method needs to

utilize sequence database. Thus, this method is named “database statistical

significance”.8

The other method is called the pairwise statistical significance

(PSS)8,13,22,55 , which is specific to the sequence-pair being aligned, and

independent of any database. Below we will be introduced PSS in detail.

3.1. The definition of pairwise statistical significance

As Pearson pointed out,31 the differences in the performance of sequence

comparison algorithms are insignificant compared to the loss of information

that occurs when one compares DNA sequences. If the biological sequence

of interest encodes a protein, protein sequence comparison is always the

method of choice. At the same time, the distribution of global similarity

scores are rarely utilized to infer homology since they are not well under-

stood, and thus it is difficult to assign a statistical significance to a global

similarity score.45

Therefore, in this chapter, we use protein sequences as experimental

data to estimate the performance of pairwise statistical significance of local

sequence alignment. On the other hand, there is a common fact that statis-

tical analysis approaches should be based on enough samples. Waterman

and Vingron46 showed that, for protein sequences, the estimation results

using sequences selected from databases are in good agreement with those

using random sequence models with independent residues. As a result,

permuting the subject protein sequence is a convenient method producing

enough sequence samples.

The significance of a specific pairwise similarity score in each of the

two sequences, the query and library sequence, can also be estimated using

a Monte-Carlo method. The two sequences are aligned, and then one or

both of the sequences is shuffled thousands of times to produce a sample of

random sequences with the same residue composition and length. Similarity

scores are computed for these alignments between the query sequence and

each of the shuffled sequences (also called subject sequences). The two
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parameters λ and K parameters, which are used to compute P-value in Eq.

7, can then be computed from this distribution of scores using maximum

likelihood. This strategy initially was done by the prss program in the

FASTA package.56

Recently, a novel strategy about pairwise statistical significance (PSS)

is designed by Agrawal et al,8,13,22,55 which is an attempt to make the sta-

tistical significance estimation procedure more specific to the sequence pair

being compared. In addition to not needing a sequence database to estimate

the statistical significance of an alignment, PSS is shown to be more ac-

curate than database statistical significance reported by popular database

search programs like BLAST, PSI-BLAST, and SSEARCH.8 This brings

us to the formal definition of pairwise statistical significance. Consider

that the scoring scheme SC (substitution matrix, gap opening penalty, gap

extension penalty), and the number of permutations N , the PSS8 of two

sequences is represented as:

PSS(Seq1, Seq2,m, n, SC,N) . (12)

Through permuting Seq2 N times randomly, the function 12 gener-

ates N scores by aligning Seq1 against each of the N permuted sequences

and then fits these scores to an EVD6,48,57 using censored maximum likeli-

hood.58

The scoring scheme SC is very important to obtain an optimal align-

ment score, which can be extended from sequence-pair-specific distanced

substitution matrices24 or multiple parameter sets.14,23 In addition, a

sequence-specific/position-specific scoring scheme SC1 or SC2 specific to

one of the sequences (responding to Seq1 or Seq2) can be used to estimate

its PSS using sequence-specific/position-specific substitution matrices.13,17

Non-conservative pairwise statistical significance PSSnc was defined in 19

when the above described function 12 is used two times with different or-

dering of sequence inputs. Let

Sig1 = PSS(Seq1, Seq2,m, n, SC1, N) ,

Sig2 = PSS(Seq2, Seq1, n,m, SC2, N) .

Correspondingly,

PSSnc = min{Sig1, Sig2} . (13)

Using the function 12 two times in this way ensures that both sequences

are permuted to built two different alignment score distributions, which
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subsequently results in two different PSS estimates for the same sequence

pair (Seq1 and Seq2), and the final reported PSS estimate is the minimum

of the two individual estimates. A good review of the recent developments

in sequence-specific sequence comparison using PSS can be found in Ref.

55.

PSS has been used to reorder the hits from a fast database search pro-

gram like PSI-BLAST.12 It has also been used for DNA alignment in some

cases as well.18,20 There also exist some other approaches to estimate PSS,

including a clustering-classification approach,21 which is a lookup-based

approach and therefore not very accurate.

Note that the EVD distribution only applies to a gapless alignment.

However, local sequence alignment methods are used to find the best-

matching pairwise alignments with gap penalties. For the cases of gapped

alignment, although no asymptotic score distribution has yet been es-

tablished analytically, computational experiments strongly indicate these

scores still roughly follow Gumbel law after pragmatic estimation of the λ

and K parameters.6,7,48,57 In the sense of gapless alignment, the param-

eters of the EVD can be obtained by theoretical computation. However,

we cannot get these parameters through the same way. As a thumb of

rule, parameter fitting is commonly used. A good fit plays a crucial role

in performance improvement of pairwise statistical significance in terms of

homology detection.

3.2. Parameters fitting of pairwise statistical significance

The accurate estimation of the statistical parameters is the key issue of

using equation 4 and 7. The most direct approach to estimate parameters

(that is, λ and K) is to generate large scale pairs of random sequences of

equal length n, and find the optimal local alignment score for each pair.

From these scores, these parameters can be estimated by simulation and

empirical curve-fitting.14,38

There are various approaches to fitting the distribution parameters of

pairwise statistical significance, such as ARIADNE,7 PRSS,59 censored-

maximum likelihood fitting,58 and linear regression fitting.60 Agrawal et

al.8 found that the maximum likelihood fitting with censoring left of peak

(described as type-I censoring ML) is the most accurate method for PSS.

Since the Type I censored maximum likelihood (ML) fitting contributes

a lot to the performance of PSS in terms of homology detection, herein we

give it a brief description. According to Eddy’s technical report,58 the Type
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Query
sequence A

> 1repC1|123|2.600
SPRIVQSNDLTEAAYSLSRDQKRMLYLFVDQI
RKSHDGICEIHVAKYAEIFGLTSAEASKDIRQA
LKSFAGKEVVFYESFPWFIKPAHSPSRGLYSV
HINPYLIPFFIGLQNRFTQFRLS

Subject
sequence B

> 101m00|154|2.070
MVLSEGEWQLVLHVWAKVEADVAGHGQDILI
RLFKSHPETLEKFDRVKHLKTEAEMKASEDL
KKHGVTVLTALGAILKKKGHHEAELKPLAQS
HATKHKIPIKYLEFISEAIIHVLHSRHPGNFGAD
AQGAMNKALELFRKDIAAKYKELGYQG

I censored ML fit for 100 data points is better than the linear regression

fit for 10,000 data points. That is to say, the censored-maximum likelihood

fitting is significantly superior to linear regression for fitting EVD. In ad-

dition, because of the intrinsic nature of long right tail in EVD, one may

wish to fit only the right tail of fitting histogram, rather than the whole

one. The left (low scoring) tail may be contaminated with poor-scoring

sequences that do not conform to the feature of EVD, so they are not in-

cluded in the fit. If a priori value c can be given, any data xi < c will be

cut off in the fit. After this purification, the data can achieve a much better

fitting.

In the following we use a real pair of protein sequences to verify this

fitting strategy. Assuming that the query sequence is A (named “1repC1”)

and the subject sequence is B (named “101m00”). To obtain enough sam-

ples of alignment score for fitting, subject sequence B is first shuffled N

times (where N = 1000), then these shuffled copies are aligned against

query sequence A using Smith-Waterman algorithm, finally 1000 optimal

alignment scores are available for fitting.

Figure 7 shows the visualization diagram of the EVD fitting using those

1000 alignment scores. For simplicity, the diagram uses symbols ‘=’ to

present the histogram of those scores, whose length represents the actual

number of observed sample scores, noted by “obs” in this figure. The

curve, which is plotted by star symbol ‘*’, is the one of extreme value

distribution using the fitting parameters K and λ. Correspondingly, the

expected number of sequences on the basis of the fitted EVD is noted by

“exp” in this figure. To make this diagram a better visibility, one symbol

‘=’ is determined to represent two entities dynamically. For example, in the

bin whose the optimal alignment score is 31, the number of actual observed

sequences “obs” is 93, whereas the expected one based on the EVD is 90.
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score obs exp (one = represents 2 sequences)

----- --- ---

23 4 2|*=

24 5 7|===*

25 13 18|======= *

26 43 34|================*=====

27 46 52|======================= *

28 76 69|==================================*===

29 83 82|========================================*=

30 87 89|============================================*

31 93 90|============================================*==

32 87 86|==========================================*=

33 75 78|======================================*

34 63 69|================================ *

35 65 59|=============================*===

36 50 50|========================*

37 47 41|====================*===

38 27 33|============== *

39 23 27|============ *

40 24 21|==========*=

41 18 17|========*

42 10 13|===== *

43 17 11|=====*===

44 8 8|===*

45 8 6|==*=

46 8 5|==*=

47 5 4|=*=

48 2 3|=*

49 2 2|*

50 1 2|*

51 3 1|*=

> 52 7 -|====

% Statistical details of theoretical EVD fit:

= 31.1048

= 0.2473l

m

Fig. 7. Two different distributions of alignment score

It can be seen that the fitted EVD basically is able to cover the actual

observations of the alignment score sample. Once µ is known via fitting,

parameter K can be easily obtained according to Eq. 11.
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3.3. Evaluation of pairwise statistical significance

Further studies on pairwise statistical significance using multiple parameter

sets,14 and sequence-specific substitution matrices (PSSS) and position-

specific substitution matrices (PSSM)13 have demonstrated it to be a

promising method capable of producing much more biologically relevant

estimates of statistical significance than database statistical significance

(DSS).

Further, in order to evaluate the accuracy of different approaches of

statistical significance, our software library offers the popular evaluation

measure, Error per Query (EPQ) versus Coverage, which can be plotted

to visualize and compare the results. The EPQ is defined as

EPQ = Fnum/Qnum , (14)

where Fnum is the total number of non-homologous sequences detected as

homologs (i.e., false positives) and Qnum is the total number of queries.

The Coverage can be given by

Coverage = Hd/Ht , (15)

where Hd and Ht are the number of homologous pairs detected and the

total number of homologous pairs presented in the sequence database, re-

spectively. In order to plot the curves of Errors per Query versus Coverage,

the list of pairwise comparisons is sorted based on increasing P -values (say,

decreasing statistical significance). The higher position in the sorted list

implies the higher probability that the compared pairwise sequences are

homologs. Therefore, while traversing the sorted list from top to bottom,

the coverage count is incremented if the two sequences of the pair are true

homolog, else the error count is increased by one. The Errors versus Cov-

erage curves illustrate how much coverage is obtained at a given error level.

Obviously, at a same EPQ level, a curve shows a better performance if it

is more to the right of x-axis (representing Coverage).

We next compare the retrieval accuracy of pairwise statistical signifi-

cance against database statistical significance and the retrieval accuracy of

pairwise statistical significance using different substitution matrices. In our

experiments, the coverage of each of the 86 queries at the 1st, 3rd, 10-th,

30-th, and 100-th error is reported, and the median coverage at each error

level is compared among different sequence-comparison schemes. As shown

in Fig. 8-(a), pairwise statistical significance performs significantly better

than database statistical significance (used by BLAST, PSI-BLAST, and

SSEARCH) in term of retrieval accuracy (a percentage of 35-40% according
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Fig. 8. Errors per Query vs.Coverage plots for different methods of statistical signifi-
cance

to different schemes). The non-conservative pairwise statistical significance

achieves the best performance. As for the PSS using different substitution

matrices, the methods using PSSM win the best performance, followed by

using SSSM. At the same level of Error per Query, the Coverage of the ap-

proach using position-specific scoring matrix is higher than the one using

standard substitution matrix (such as BLOSUM62) about at a percentage

of 25%, as shown in the Fig. 8-(b).

4. HPC solutions for accelerating pairwise statistical signif-

icance estimation

Although pairwise statistical significance estimation (PSSE) has been

shown to be accurate, it involves thousands of such permutations and align-

ments, which are enormously time consuming and can be impractical for

estimating pairwise statistical significance of a large number of sequence

pairs. For instance, for our experiments with 86 query sequences and 2771

subject sequences, the sequential implementation takes more than 32 hours.

Bigger data sets demand more computing power.

Careful analysis of the data pipelines of PSSE shows that the computa-

tion of PSSE can be decomposed into three computation kernels: (1) Per-

mutation: It generates N random sequences by permuting Seq2, as shown

in Fig. 9. In this kernel, in addition to produce enough random sequence for

alignment, permutation also keeps the compositions and lengths of these

copies unchanged. Permutation strategy depends on the assumption that

the similarity scores of real unrelated protein sequences behave like the

similarity scores of randomly generated sequences. (2) Alignment: the N
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permuted sequences of Seq2 (also known as subject sequence) align with

Seq1 (known as query sequence) using Smith-Waterman algorithm52 and

(3) Fitting: It obtains statistical constants K and λ by fitting the scores

produced in (2) into an EVD, then returning the PSS between sequence

pair Seq1 and Seq2 according to Eq. 7.

(a) original  (subject)  sequence

(b)  Permuted copies of  original sequence (denoted by symbol '*')

S P T D K G F I K S

K S T P D F K G S I

... ... ... ... ... ... ... ... ... ...

T S P K F D G S I K

Seq2*

Seq2*

...

Seq2*

P S T K D F G K I S Seq2

Fig. 9. Permutation: produce N copies (Seq2∗) by randomly shuffling the residues

(characters) in the original sequence of Seq2

Reference 15 shows that permutation and alignment comprise the over-

whelming majority (more than 99.8%) of the whole execution time. It hints

us that efforts should be spent to optimize the two kernels to achieve high

performance.

In addition, the kernel of permutation shows high degrees of data

independency that are naturally suitable for single instruction, multiple

threads/processes architectures, and therefore can be mapped very well to

task parallelism models of multi-core CPU and many-core GPU. Applying

high performance computing (HPC) techniques provides more opportuni-

ties of accelerating the estimation in reasonable time.

Over the past several years, high performance computation techniques

have become extremely popular and have been applied in various domains

like material science,61 power systems,62–66 linear solvers,67–69 data min-

ing,70,71 multimedia security and compression72–74 and bioinformatics.75,76

Multi-core computers and clusters have become increasingly ubiqui-

tous and more powerful. Therefore, it is of interest to unlock the po-

tential of multi-core desktop and clusters using high performance tech-

nologies. On the other hand, with general purpose graphics processing

units (GPGPUs) becoming increasingly powerful, inexpensive, and rela-
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tively easy to program, it has become a very attractive hardware acceler-

ation platform. Those strongly motivate the use of multi-core CPUs,77,78

many-core GPUs16,79 and FPGA80,81 to accelerate the PSSE.

4.1. Parallel paradigms of HPC techniques

Message Passing Interface (MPI) is de facto standard for message-passing

specification supporting parallel program running on computer clusters and

supercomputers. It works on both shared and distributed memory ma-

chines, providing a convenient solution to parallel programming among dif-

ferent machines and hardware topologies. In MPI paradigm, every MPI

task corresponds to one process and every process has its own private ad-

dress space. Therefore, data transfers from one address space to another

via explicit message passing, which means that extra data copies and/or

duplication are usually required.

OpenMP is an application programming interface (API) that may be

used to implement a multi-threaded, shared memory parallel algorithm. It

supports multi-platform shared memory multiprocessing programming in

C/C++ and Fortran. It consists of a set of compiler directives, environment

variables, and library routines that determine run-time execution. OpenMP

directives can be added to a sequential source code to instruct the compiler

to execute the corresponding block of code in parallel. The main advantages

of this technique are relative ease of use and portability between serial and

multi-processor platforms, as for a serial compiler the directives are ignored

as comments.

Note that the current OpenMP paradigm only applies one multi-core

node which shares main memory among the multiple cores. Therefore,

the number of cores can be used in parallel is limited. If one wants to

further enhance computation performance, borrowing a hand from hybrid

paradigm (using OpenMP and MPI together) usually is a necessity.

Although GPUs were originally designed as highly effective graphics

accelerator, the modern programmable GPUs have evolved into highly par-

allel, many core processors with tremendous computational power and huge

memory bandwidth. This makes them more effective compared to general-

purpose CPUs for a wide range of applications. Using CUDA, the system

consists of a host that is a traditional CPU and one or more compute devices

(namely, GPUs) that can be seen as (a) coprocessor(s) of CPU, specialized

for compute-intensive, highly parallel computation. Accordingly, a CUDA

program is divided into two parts: a host program running on the host

CPU and one or more parallel kernels running on the GPUs.
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Even if the current generation of GPUs provides much higher computa-

tional parallelism than the CPUs, memory management is still more com-

plex compared to CPU. To obtain high performance, a developer needs to

have a good understanding of the hierarchy and features of the GPU mem-

ory. An insightful discussion on memory management and optimizations of

GPUs could be found in Ref. 82.

4.2. Implementations

In the following, MPI, OpenMP and GPU implementations are presented

briefly. Our MPI and OpenMP implementations about PSSE are carried

out on Cray XE6 machines (provided by Hopper system at NERSC), each

with 24 cores. Each node contains two twelve-core AMD R© “Magny-Cours”

@2.1 GHz processors. As for GPU implementations, they are carried out

using Intel c© CoreTM i7 CPU 920 processors, and dual Tesla C2050 GPU

(each with 448 CUDA cores). All the performance in terms of speedup is

computed over the corresponding sequential implementation.

The sequences data used in this work comprise of a non-redundant sub-

set of the CATH 2.3 database.83 This dataset consists of 2771 domain

sequences as our subject sequences library, which represents 1099 homolo-

gous superfamilies and 623 topologies and includes 86 CATH queries serving

as our query set.

As discussed in the previous section, the kernels of permutation and

alignment are independent of each other during the PSSE procedure, which

therefore map very well to programming models capable of expressing MPI

task parallelism. The PSSE of single-pair sequences processes only one pair

of query and subject sequences. The basic idea of computing single-pair

PSSE can be found in Refs. 84 and 15

The multi-pair PSSE processes multiple queries and subject sequences in

parallel. In the rest of chapter, we mainly discuss multi-pair PSSE since the

benefits of HPC are harvested usually when the bigger data are available.

A coarse-grained parallelism, called tiling strategy, can be employed. Tiling

strategy partitions the sequence database into different disjoint sets of sub-

ject sequences and assigns one set to each process. As result, each process

has a subset of subject sequences and all the query sequences, thus esti-

mating the PSS of each pair independent of other processes. This enhances

data locality on single node and reduces the overhead of communication.

See Ref. 78 for more details about the MPI implementation.
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The basic idea of parallelizing the PSSE using OpenMP is similar to MPI

implementation. In general, using more OpenMP threads can potentially

save memory usage while it may also increase the synchronization cost

(implicit or explicit) among these threads and the activation/deactivation

overhead. It is hard to generalize a common rule for setting of the optimized

number of OpenMP threads to deliver the best performance, because it also

depends on specific computer architectures, platforms and problem size.

The hybrid scheme (using OpenMP and MPI paradigms together) is also

possible, Refs. 85 and 77 provide more details about this issue.

As for GPU implementation, to harvest a good performance from GPU,

one is expected to have a good understanding of the hierarchy and features

of GPU memory. It is especially important to optimize global memory

access as its bandwidth is low and its latency is hundreds of clock cycles.

Moreover, global memory coalescing is the most critical optimization for

GPU programming.82 Since the kernels of PSSE usually work over large

numbers of sequences, which reside in the global memory, the performance

is highly dependent upon hiding memory latency. At the same time, hiding

global memory latency is also very important to achieve high performance

on the GPU. This can be done by creating enough threads to keep the

CUDA cores always occupied while many other threads are waiting for

global memory accesses.82 In another word, a higher occupancy of acceler-

ation strategy using GPU will harvest more computing power of GPU.

Through analyzing experimental results of the single-pair PSSE, it is

found that inter-task parallelism performs better than intra-task parallelism

(results shown later). Thus, inter-task parallelism is considered to compute

multi-pair PSSE.

In addition, the acceleration strategy will not work well when the size

of subject sequence database becomes too big to be fitted into GPU global

memory. This prohibits transfer of all the subject sequences to GPU at the

same time. Therefore, an optimal number of subject sequences is needed to

be shipped to GPU keeping in mind that the subject sequences and their

permuted copies fit in global memory.

Moreover, the number of new generated sequences should be enough to

keep all CUDA cores busy, i.e., keep a high occupancy of GPU, which is very

important to harness the GPU power. Herein a memory tiling technique is

developed, which is able to self-tuning based on the hardware configuration

and can achieve a close-to-optimal performance. In out-of-core fashion, the

data in the main memory is divided into smaller chunks called tiles and

transferred to the GPU global memory. In this case, the tile refers to the
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number of subject sequences to be transferred to the GPU at a time.

Due to a high occupancy, the tile-based strategy using single

(dual) GPU(s) achieves significant speedups of 240.31 (338.63)×, 243.51

(361.63)×, 240.71 (363.99)×, and 243.84 (369.95)× for 64, 128, 256, and

512 threads per block, respectively. More details about the GPU imple-

mentation can be found in Ref. 79.

In short, low occupancy interferes with the ability to hide latency on

memory-bound kernels, causing performance degradation. However, in-

creasing occupancy does not necessarily increase performance. In general,

once a 50% occupancy is achieved, further optimization to gain additional

occupancy has little effect on performance.

All the implementations of the proposed method and related programs

in OpenMP, MPI and CUDA are available for free academic use at http:

//cucis.ece.northwestern.edu/projects/PSSE/.

4.3. Summary

In this chapter, we first discuss a recently developed method of mining

genomic sequence data for related sequences using pairwise statistical sig-

nificance. Then we give some high performance solutions to accelerate the

estimation of the pairwise statistical significance of local sequence align-

ment, which supports standard substitution matrix like BLOSUM62 as well

as position-specific substitution matrices. Our accelerator harvests compu-

tation power of many-core GPUs and multi-core CPU by using CUDA and

OpenMP/MPI programming paradigms, respectively, which results in high

end-to-end speedups for PSSE. As the size of biological sequence databases

increase rapidly, even more powerful high performance computing accel-

erator platforms, comprising of heterogeneous components like multi-core

CPU along with general-purpose GPGPUs (or GPU clusters) and possibly

FPGAs, etc., are expected become more and more common and imperative

for sequence mining.
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