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Abstract—Scene-level Programming by Demonstration (PbD)
is faced with an important challenge - perceptual uncertainty.
Addressing this problem, we present a scene-level PbD paradigm
that programs robots to perform goal-directed manipulation
in unstructured environments. We propose a discriminativelyinformed generative scene estimation method (DIGEST). Given
scene observations, DIGEST utilizes candidates from discriminative object detectors to generate and evaluate hypothesized scenes
of object poses. Scene graphs are generated from the estimated
object poses, which in turn is used in the PbD system for highlevel task planning. We demonstrate that DIGEST performs
better than existing method. Building a PbD system on DIGEST,
we show experiments of programming a Fetch robot to set up a
tray with various objects through demonstration of goal scenes.

I. I NTRODUCTION
We aim to provide a Programming by Demonstration system
for a user to effectively program a robot to achieve certain
manipulation goals. While there has been considerable advances in robot learning, scene perception remains a challenge
in general goal-directed manipulations. Traditional PbD works
using kinesthetic teaching [14, 4, 1] focused on robot learning
of a configuration-space control policy for a particular task or
skill. Scene perception in workspace is important in that the
robot should be able to adapt a learned skill to novel scene. To
deal with scene perception uncertainty, the robot can act on a
belief space of the scene, as formulated by POMDP [11], but
the problem becomes intractable as the state space increases.
In this abstract, we describe our approach to goal-directed
PbD over scenes. Our work is motivated by a service robot
scenario, as illustrated in Figure 1. With proposed scene estimation method DIGEST, we demonstrate how goal-directed
PbD can be performed at the level of scenes. A critical
distinction of our work is that we are estimating goals as
workspace scene graphs, represented by object relations and
poses, instead of the configuration space of the robot. Our
contribution is two-fold:
•

•

We propose a discriminatively-informed generative
method (DIGEST) to estimate object poses in cluttered
scenes for goal-directed manipulation
We present a goal-directed PbD system at the level of
scene graphs generated from the estimated object poses,
where the robot is an operator in the scene

Our experiments involve 1) evaluating the goal-directed PbD
system in tray setup tasks with a Fetch robot, 2) evaluating DIGEST in cluttered scene. We show that DIGEST outperforms
the D2P [15] on the household occlusion dataset [2].

Fig. 1: Our work is motivated by a service robot scenario: the user needs
some objects placed with certain configurations on a tray for delivery to his
office daily. With our goal-directed PbD paradigm, the user can program a
robot to automatically set up the tray for delivery.

II. R ELATED W ORK
There have been some works in PbD focus on learning
low level control [9, 6]. Akgun et al. [1] learns generalized
trajectory by identifying a set of keyframes. While it is
sufficient to generalize over the robot configuration space and
proprioceptive contacts for certain tasks, in the domain of
robot manipulations, it is important to generalize over novel
scenes in the workspace, thus we focus on goal-directed PbD,
where the core is scene-level understanding of a demonstration.
Goal-directed PbD is faced with challenges such as perceptual uncertainty. Some works [5, 12] limit the demonstrations
to solid-colored objects. Kaelbling and Lozano-Perez [10]
build their work on blending probabilistic and task inference
in a logical representation of belief space. We argue that if
viable scene perception can be realized, then decision making
and probabilistic inference of the scene can be decoupled as
in the domain of autonomous navigation.
We use model-based method for object pose estimation.
The performance of feature-based methods [3, 16] degrade
when the scene becomes more cluttered and key features are
occluded. Analysis-by-synthesis is a generative approach that
renders multiple hypotheses and finds the most likely hypothesis. Our previous work APF [18] uses MCMC, and D2P [15]
uses A* to search for the most likely scene hypothesis, while
both of them only estimate 3 DOF pose of objects and assume
object categories are known a priori. In this work, we relax

hypothesized scenes is m CNc if Nc ≤ m, otherwise only one
hypothesized scene with m candidates will be generated.
B. Particle Filtering for Pose Estimation
Each hypothesized scene Hi is modeled as a random state
variable xt , comprised of a set of real-valued 6 DOF object
poses for object candidates Ci ∈ Hi . We model the inference
of the state xt from robot observations z1:t as a sequential
Bayesian filter,
Z
p(xt |z1:t ) ∝ p(zt |xt )
p(xt |xt−1 , ut−1 )p(xt−1 |z1:t−1 )dxt−1
xt

Fig. 2: Our PbD pipeline. Current and goal scene states are estimated given
the observations, and represented by axiomatic scene graph. Symbolic planner
plans a sequence of pick and place actions to achieve the goal scene. Motion
planning module generates collision-free arm trajectories for action execution.

The sequential Bayesian filter is often approximated by a
(j)
(j)
collection of N weighted particles {xt , wt }N
j=1 ,
X (j)
(j)
p(xt |z1:t ) ∝ p(zt |xt )
wt−1 p(xt |xt−1 , ut−1 )
(1)
j

such a strong assumption and provide 6 DOF pose estimation.
III. P ROBLEM S TATEMENT
Assume a robot R as a physically capable agent in the
scene, an object library that contains various 3D geometries V = {v1 , · · · , vk }, and a set of manipulation actions
A = {a1 , · · · , an } with known pre- and post- conditions. Our
objective is to infer the goal and current scene state sG , st from
the observations of user demonstrated scene zG and current
scene zt , respectively, and plan a sequence of actions for R
to carry out such that the scene state transits from st to sG .
We use a list of axiomatic assertions to describe a scene. The
total number of objects Nc in the scene is known in advance,
but the object categories are not known. The scene state at
i
time t is expressed as a scene graph st = {hit (xt )}M
i=0 . ht ∈
{exist, clear, on, in} is an axiomatic assertion parametrized by
xt = {ojt (q j , v j )}kj=0 , with ojt (q j , v j ) representing that at time
t object ojt has pose q j and geometry v j , and k is the number
of objects involved in the axiomatic assertion. M is the total
number of axiomatic assertions. In our work, the assertions
are limited to spatial relations that can be tested geometrically
or physically.

as described in [7]. We use OpenGL to render each particle
(j)
(j)
xt into a depth image ẑt . The likelihood of each particle
is
(j)
(j)
(2)
p(zt |xt ) = e−λr ·d(zt ,ẑt )
(j)

where λr is a constant scaling factor and d(zt , ẑt ) is the sum
of Euclidean distance between the 3D points back projected
from the rendered and observed depth.
All particles are randomly initialized within observed 3D
region captured by the bounding boxes. We apply Iterated
Likelihood Weighting [13] to bootstrap the estimation process.
After pose estimation for all hypothesized scenes, the most
likely scene hypothesis is taken as the scene estimate.
C. Scene Graph
A scene graph composed by a set of axiomatic assertions
that describes the scene is geometrically inferred from the
estimated object poses. We assume that one object is supported
by a single object, versus that one object is supported by
multiple objects at the same time.
V. E XPERIMENTS

Our pipeline consists of perception, plan and execution
stages, as shown in Figure 2. Given observed RGBD image of
a cluttered scene, the generative process of scene estimation
is informed by a discriminative object detector, as shown
in Figure 3. A scene graph that represents the inter-object
relations are geometrically inferred from the estimated scene,
which is used for high-level goal-directed reasoning.

We evaluated 1) the accuracy of DIGEST in a public dataset,
and 2) the performance of the goal-directed PbD pipeline
in tasks of setting up a tray. All experiments are ran on a
Ubuntu 14.04 system with an Titan X Graphics card and
CUDA 7.5. We employ RCNN [8] for object detection. Particle
filter iteration is set to 400 and 625 particles are used. Scene
estimates are stored in Planning Domain Definition Language
for symbolic planning (breadth first search). The robot relies
on Moveit! [17] to generate collision-free arm trajectories for
action execution.

A. Object Detection and Hypothesized Scene Generation

A. DIGEST: Cluttered Scene Estimation

For each detected bounding box Bi , we generate a candidate
Ci = {arg maxLj v(Lj |Bi ), Bi }, where v(Lj |Bi ) is the confidence of object label Lj given the observation inside bounding box Bi . Assume m bounding boxes are detected, then m
candidates are generated. The total number of combinatorially

In this section, we examine our DIGEST object pose estimator in household occlusion dataset by Aldoma et al. [2].
This dataset involves only 3 DOF object pose (x, y, θ) since
all objects are standing upright. We compare our method with
D2P [15] under the same assumption and heuristics.

IV. M ETHODS

Fig. 3: DIGEST pipeline. A pre-trained R-CNN object detector detects a set of bounding boxes with object labels in the observed RGB image. Scene
hypothesis are combinatorially generated and then evaluated against the observation through particle filtering. The most likely scene hypothesis is taken as
the scene estimate.

Pose estimation accuracy is the percentage of correctly
estimated objects over the total number of objects in the
dataset. A pose estimation is accurate if the position error
is within 1 cm and the orientation error is within 0.1 rad,
which is very challenging as shown in D2P. DIGEST has
pose estimation accuracy at 0.38 versus D2P at 0.22. The
pose estimation falls into local minima sometimes for highly
symmetrical objects, e.g., spray and clorox bottle, resulting in
flipped orientation. For more details on 6 DOF object pose
estimation performance, please refer to [19].
B. PbD Pipeline: Set up a Tray
We tested our system on a Fetch robot with tray setup
tasks, which involve three to five objects in a tray, with
objects stacking, and/or placed next to each other. The goal
of the robot is to reproduce the topological layout of the
demonstrated scene, i.e., to reproduce the same inter-object
relations, and the object poses can vary.
An example of the robot manipulation action sequence is
as shown in Figure 4. More manipulation results are shown
in Figure 5. A video of the experiments are available at https:
//youtu.be/H1OMNR qlDA.
VI. C ONCLUSION
We demonstrate a PbD paradigm for users to easily program
a robot to complete manipulation tasks by demonstrating
goal scenes. We address the scene perception problem using
the proposed DIGEST method, which is a discriminativelyinformed generative method that estimates 6 DOF object poses
for manipulation. We show that DIGEST performs better than
D2P in house occlusion dataset. We also show that users can
use our PbD pipeline building on DIGEST to successfully
program a Fetch robot to complete manipulation tasks of
setting up a tray.

To make the system more robust, future works involve realtime object tracking during manipulation, and grasp planning
for later actions such as placing. To relax the assumption
that the number of objects are known, the problem needs to
be reformulated into partial scene estimation where the joint
probability of poses of objects that compose to a hypothesized
partial scene is maximized.
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