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ABSTRACT

Natural image matting continues to play a large role in a wide
variety of applications. As an ill-posed problem, matting is
a very difficult to solve due to its underconstrained nature.
Current approaches can require a lot of user input, restrict
themselves to a sparse subset of the image, and often make
assumptions that are unlikely to hold. In this paper, we pose
a way to better satisfy smoothness assumptions of some of
these methods utilizing the nonlinear median filter which
arises naturally from the L1 norm. The median has the prop-
erty that it tends to smooth the foreground and background
of the image while leaving any edges relatively unaltered.
We then show that such an image is often more suitable as
input than the original image, even when user interaction is
minimal, suggesting that our method is more amenable to
automatic matting. 1

Index Terms— alpha, matting, median, norm

1. INTRODUCTION

Natural image matting is a fundamental problem in a large
number of areas. Typically, each image is assumed to be com-
posed of 2 layers, called foreground and background, which
are blended together linearly with an alpha mask as follows:

Ii = αiFi + (1− αi)Bi, (1)

where I is the resulting image, F is the foreground layer, B
is the background layer, α is the alpha matte, and where sub-
scripts denote pixel location.

In blue screen matting, it is assumed that the background
is given. Even in this seemingly easy scenario, there are still
2 unknowns at each pixel, and generating an accurate alpha
matte is not trivial. We consider the problem where only I is
given, and α, F , and B remain unknown.

As it stands, the natural image matting problem is ill-
posed. Not only is it severly underconstrained, but there is
no description of what distinguishes foreground from back-
ground. Given these difficulties, either user input needs to
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be taken, or some information needs to be assumed. Usually
both occur. In Poisson matting [1], the user inputs a trimap
so that the algorithm works on as few pixels as possible, and
assumes that the foreground and background are sufficiently
smooth to satisfy a particular equation which is used to esti-
mate the matte. In closed-form matting [2], they again impose
a smoothness assumption on the foreground and background
in order to glean information directly from the image. Such
smoothness assumptions are typically formulated under the
L2 norm.

However, there is not necessarily any reason to assume
that the foreground or background will be L2 smooth. Many
of the objects we choose to photograph have intricate patterns
or interesting variations on their surface, which cause these
assumptions to fail and generate bad alpha mattes.

Many matting problems are formulated as minimization
problems, where the objective function contains a term pro-
portional to the energy encoded by the image and the matte.
In other words, we often see problems formulated under L2

as
αΩ = arg min

α

∫
Ω

|T [I]− α|2 dx (2)

where T [I] is some transformation applied to the image,
and Ω is small enough such that the matte is expected to be
roughly constant there. If there is little interaction between
alpha values on different domains, then it is clear that the
optimum solution for alpha over each domain is the mean of
T [I].

In closed-form matting, the terms of the objective function
are ∑

i∈wj

|αi − ajIi − bj |2 , (3)

and in poisson matting, the objective function is

αΩ = arg min
α

∫
Ω

∣∣∣∣ 1

F −B
∇I −∇α

∣∣∣∣2 dx. (4)

Such formulations utilizing the L2 norm have some nice
statistical properties and solutions. However, there is little
reason to assume that the L2 norm is the “right” norm. The
mean that is associated with this norm also has drawbacks. It
can be very sensitive to noise and outliers in some areas, and
causes oversmoothing in other areas.



In our approach, we consider the usefulness of the L1

norm. It turns out to be that the median filtered image Ψ[I]
plays a crucial role in L1. Specifically, it is much smoother
over foreground and background regions, but in contrast with
the mean intrinsic to L2 space, it tends to preserve informa-
tion on the edges between foreground and background. The
L2 interpretation of this L1 feature is that it forces foreground
and background to be smooth. This leads to the intriguing
conclusion that it is not always necessary to completely refor-
mulate methods from L2 to L1 to utilize the benefits of L1

space.
To illustrate this idea, we reformulate a the well-known

method of closed-form matting. Since the local estimate of
the matte depends directly on the image data, there are of-
ten patches within the result that exhibit too much fluctuation
unless the smoothing parameter ε is chosen large enough, in
which case the boundaries can become overly smooth. By
letting the matte depend on the L1 data Ψ[I] instead, we im-
prove the quality of the homogeneous regions of the matte
without sacrificing as much of the quality along the bound-
aries. We show direct comparisons between the two methods
in the mattes of blurred objects and static objects, and provide
numerical evidence that our method generates better mattes.

2. ROLE OF THE MEDIAN

We propose that matting using the median-filtered image Ψ[I]
in place of the image itself generally provides better results.
The median filter is a non-linear filter that tends to preserve
edges in an image while making the other regions more uni-
form. Techniques such as closed-form and Poisson matting
make the assumption that the foreground and background
images are smooth. But for most natural images, there is
no reason to assume that they are, since there is no natural
phenomenon that causes physical objects to be band-limited.
This makes such assumptions troublesome. However, by
using Ψ[I] instead, we smooth out the foreground and back-
ground in the appropriate places and better satisfy the as-
sumption, without compromising the information carried by
edges.

2.1. From L2 to L1

Before we consider the L1 norm and its usefulness toward
matting, we first need to define the median. Take Ω to be a
domain in Rn with finite Lebesgue measure and f ∈ C(Ω) ∩
L1(Ω) to be a real-valued function on Ω. According to a the-
orem of [3], there exists a unique m∗ ∈ R where

M(m) :=

∫
Ω

|f(x)−m| dλn(x) (5)

is minimized. We callm∗ the median of f over Ω with respect
to λn.

The typical minimization problem under L1 gives us

αΩ = arg min
∫

Ω

|T [I]− α| dx (6)

which we now recognize as the median of T [I] according to
equation 5. The median, in contrast with the mean, resolves
the issue of noise sensitivity. It also does not cause over-
smoothing issues near sharp edges, where most of the per-
ceptual information is located.

Now we explain the concept of L1 matting in an intuitive
sense. For most of the image, α should be nearly constant and
either 0 or 1. This means that even though Ψ is non-linear,

Ψ[I] ≈ αΨ[F ] + (1− α)Ψ[B] (7)

except near transition regions. And of course, Ψ[F ] and Ψ[B]
are smoother than F and B. But near the transition regions,
we have

Ψ[I] ≈ I = αF + (1− α)B. (8)

What equations 7 and 8 mean, is that if we are concerned only
with Ψ[I], we eliminate the need for smoothness assumptions
on F and B for the large majority of the image. Another
interpretation is that we force the smoothness assumption to
be true in regions that are clearly foreground or background.

Interestingly, in many cases it seems unnecessary to re-
formulate the whole problem to L1 to take advantage of Ψ.
As an example, we modify the closed-form approach. Notice
that the individual terms of the objective function are of the
form ∑

i∈wj

|αi − ajIi − bj |2 . (9)

If we use the L1 norm instead of L2, we do not lose the
meaning of the cost function, since its use is only to make
the solution easier to obtain. Taking wj sufficiently small,
αi ≈ αj ∀i ∈ wj . So if we make these changes,

α∗ := arg min
∑
i∈wj

|α− ajIi − bj | (10)

which is nothing but a discrete version of equation 5. In other
words, α∗ = Ψ[ajIi − bj ], or

αi ≈ ajΨ[I]i + bj ∀i ∈ wj . (11)

However, care must be taken when considering the radius
of Ψ. Any feature with a thickness smaller than the radius
will be obliterated. This can be a problem for images with
fine structures (such as hair) near transition regions. However,
one way around this is to introduce a second operator which
preserves these structures. In other words:

αi ≈ ajΨr1 [I]i + bjΨr2 [I]i + cj ∀i ∈ wj , (12)

where r1 is the radius of Ψ chosen to be smaller than the width
of the finest structures, and r2 is a radius chosen to sufficiently



smooth the interior regions. S := Ψr1 [I] and L := Ψr2 [I].
The closed-form objective function then becomes:

J(α,a,b, c) :=

1

2

∑
j∈I

∑
i∈wj

(αi − ajSi − bjLi − cj)2 + ε1a
2
j + ε2b

2
j

 .

(13)

The ratio ε1/ε2 should be chosen high enough to preserve the
small features, but not so large as to destroy the smoothness of
interior regions, and both should be small enough to prevent
global over-smoothing.

Since J is composed of quadratic functions of linear com-
binations of the variables, it is convex. This structure also
means that the gradient components are linear in terms of the
variables. For example,

∂J

∂αk
= αk|wk| − Sk

∑
j∈wk

aj − Lk
∑
j∈wk

bj −
∑
j∈wk

cj , (14)

and in vector notation,

∂J

∂αk
=[0, . . . , |wk|, 0, . . . ,

0, . . . ,−Sk,−Sk, . . . ,
0, . . . ,−Lk,−Lk, . . . ,
0, . . . ,−1,−1, . . . , 0, . . .]x,

(15)

if x := [α,a,b, c]T .
So, the unconstrained problem can be solved exactly by a

sparse set of linear equations given by

∂

∂xk
J = Ak · x = 0 if xk unconstrained

Ak · x = ek · x = vk if xk constrained to be vk

where Ak is the kth row of matrix A ∈ R4n × R4n.
We have implemented this matrix method in Matlab and

have been using it when the number of pixels is relatively
small. However, notice that the number of non-zero entries
is O(n). Therefore, the time complexity of the algorithm
is O(n2), which is quite steep for images as the resolution
grows.

To get the solution more efficiently, it is worth noting
that a well-constructed iterative gradient descent method will
terminate exactly on the optimal solution in 4n iterations or
less (excepting round-off errors). Therefore, gradient descent
has a much better complexity of O(n). Each iteration of
the descent forms the next estimate xp+1 by xp+1 = xp −
λ∇J(xp), where λ is the step size that minimizes J(xp −
λ∇J(xp)). Since this is a 1-d minimization over λ, we can
find it easily, and the solution is

λ =
T1 − T2

T3 − T4
, (16)

where

T1 =
∑
j∈I

(ε1a
p
j∇a

p
j + ε2b

p
j∇b

p
j )

T2 =
∑
j∈I

∑
i∈wj

(αpi − a
p
jSi − b

p
jLi − c

p
j )

×(∇αpi −∇a
p
jSi −∇b

p
jLi −∇c

p
j )

T3 =
∑
j∈I

(ε1(∇apj )
2 + ε2(∇bpj )

2)

T4 =
∑
j∈I

∑
i∈wj

(∇αpi −∇a
p
jSi −∇b

p
jLi −∇c

p
j )

2

and ∇apj is the component of ∇J(xp) corresponding to aj ,
for example.

The effect of our formulation as given by equation 13 is
like an adaptive median filter. In interior regions, bj should
be larger that aj , meaning that the large-radius median filter
is active. Near transition regions, aj should be larger than bj .
This suggests another way to formulate the problem.

Instead of a fixed-radius Ψ, it should be possible to design
an adaptive version which is cognizant of transition regions.
Perhaps this could be done using gradient information. This
is something we will pursue in the near future.

3. RESULTS

(a) A moving car and the input scribbles.

(b) Closed-form result followed by our result.

Fig. 1. Notice the horizontal stripes begin to fade in our result.



(a) A person’s face and the input scribbles.

(b) Closed-form result followed by our result.

(c) Background replacement.

Fig. 2. Pink hair is remedied.

In figure 1, we show the tail of a car that is travelling
from left to right, leaving a motion blur. Giving the image
to the closed-form method produces the image in the lower
left. Utilizing median information gives our result bottom
right. Notice that not only have the horizontal stripes begun
to fade, but the faint glow above the car has attenuated as
well. In general, the alpha matte in the foreground and back-
ground regions is smoother, without over-smoothing in the
transition region. The fact that we can achieve better results
with motion-blurred images is quite significant, since recov-
ering the unblurred image depends on a high-quality alpha
matte in some recent algorithms [4]. There are some artifacts
near the edges and corners of the image, but they are only due
to Matlab’s implementation of the median filter.

In figure 2, we show a typical portrait view of a person.
The closed-form method result in the lower left corner gives
errors near the edges of the hair and where the hair changes

color quickly due to highlights, where the assumption of
smooth foreground fails. It also produces a bit of noise in the
matte in the area between the hair and the left and right edges
of the image. This means that some of the hair is assumed to
be a bit transparent, which is obviously errant. In our result
at the bottom right, the matte is much smoother over the hair,
and does not show the same noise as in the closed-form re-
sult. As a result, background replacement with closed-form
matting makes the highlights in the hair appear pink, while
ours stays truer to the original color.

For numerical comparison, we obtained 27 images along
with their ground truth alpha mattes from [5]. We then com-
puted the alpha mattes for both methods with constant param-
eters, and found the absolute error with respect to the ground
truth mattes. The parameters were chosen to give the least
average error for each method, which meant ε = 10−5 for
closed-form matting, and r1 = 0.5, r2 = 2, ε1 = 10−5,
ε2 = 10−5 for our method. The input given was a sparse
trimap, meaning that 80% to 90% of the image is classified
as unknown. The result of the experiment is that the average
error for our method is 93% of the closed-form error. Since
the standard deviation for this figure was only 6.4%, we can
say with over 99.99% confidence that using L1 information
is more effective at generating accurate mattes given sparse
trimaps. This means that our method could be more amenable
to automatic generation of alpha mattes, and we will pursue
this in the near future.

4. CONCLUSION

We have shown that the L1 norm can provide useful informa-
tion with respect to natural image matting. We also demon-
strated how the median can be used to generate better mat-
tes. In fact, we found that it can improve the constancy of
the matte in forground and background regions without much
edge distortion.
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