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Abstract

We examine various digital halftoning techniques and
their application to printing. “Model-based” halfton-
ing techniques use models of visual perception and
printing to produce high quality images using standard
laser printers. Two such techniques are the modified
error diffusion and the least-squares model-based algo-
rithm. “Classical” and blue-noise screening techniques
offer inferior image quality for less computation. The
visual and printer models form the basis of halftone
image quality metrics. Based on such metrics, as well
as subjective evaluations, we argue that the modified
error diffusion provides the best halftone images for a
reasonable amount of computation. We also show that
the increased resolution of printing devices (compared
to CRT displays) provides a qualitatively different per-
spective for halftoning techniques.

Introduction

We examine digital halftoning techniques and their ap-
plication to printing. In particular, we discuss halfton-
ing methods that exploit printer models as well as mod-
els of the human visual system to produce high quality
images using standard laser printers.

Most halftoning techniques assume that the dis-
played binary pattern consists of identically shaped
dots of two colors, usually on a rectangular grid. This
assumption does not hold for most printing devices
which introduce significant distortions. Traditional
halftoning techniques, like “classical” screening are de-
signed to be fairly robust to printer distortions at the
expense of spatial and gray-scale resolution. “Model-
based” halftoning techniques [1, 2, 3, 4], on the other
hand, exploit the characteristics of each particular
printer to maximize the quality of the printed images.
Thus, they depend on accurate printer models, whose
parameters must be adapted to each individual printer.
Model-based techniques can be used with any digital
printing device, B/W or color, including high resolu-
tion devices (e.g. phototypesetters) used for high qual-
ity and high volume printing.

The major issues in choosing a halftoning technique
are image quality and amount of computation. The
quality of a halftone image depends on its spatial res-
olution, the gray-scale resolution and the severity of
the low-frequency artifacts (i.e. the visibility of the
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halftone patterns). Finally, the quality of a printed
halftone image depends on the distortions introduced
by the printing mechanism.

We review two model-based techniques, the mod-
ified error diffusion (MED) algorithm [1, 2] and the
least-squares model-based (LSMB) algorithm [3]. The
printer distortions do not restrict the applicability of
these techniques but, actually, can be exploited to en-
hance their performance. Both techniques can be ex-
tended to color printing [4, 5]. We also review screening
techniques which offer inferior image quality at signifi-
cant computational savings. We also discuss models of
the visual system which along with the printer mod-
els form the basis of halftone image quality metrics.
Based on such metrics, as well as subjective evalua-
tions, we argue that the MED algorithm provides the
best halftone images for a reasonable amount of com-
putation.

In addition to the need for models that account
for printer distortions, printer applications provide a
different perspective for halftoning techniques. The
resolution of CRT and other displays (typically less
than 100 dpi) is considerably lower than that of most
laser printers (usually 300 dpi or higher). At 300 dpi
and a viewing distance of 2-3 feet, the model-based
techniques can achieve a gray-scale resolution of 30-
50 levels with the halftoning artifacts approaching the
threshold of visibility. In fact, at 400 dpi and color
(CMYK) printing, the halftoning artifacts of model-
based techniques [4, 5] are almost invisible. As we
know from other areas of image processing (e.g. com-
pression), it is a lot easier to characterize the perfor-
mance of a technique near the “just noticeable dis-
tortion” threshold than considerably below it. Thus,
printing makes a qualitative difference in the study of
halftoning techniques.

Model-Based Halftoning

Halftoning algorithms generate binary patterns of pix-
els which are printed and perceived by the eye. As il-
lustrated in Fig. 1, model-based halftoning techniques
exploit models of the printer (or other display device)
and visual perception to produce high quality images.

Eye models

Halftoning relies on the fact that the eye acts as a
spatial low-pass filter. The eye models we consider here
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Figure 1: Model-Based Halftoning

are based on estimates of the spatial frequency sensi-
tivity of the eye, often called the modulation transfer
function (MTF). A typical estimate of the MTF was
obtained by Mannos and Sakrison [6]

H(f)=2.6(0.0192 + 0.114 f) exp
{

−(0.114 f)1.1
}

(1)

where f is in cycles/degree. This function is plotted in
Fig. 2 as a solid line.

A simple eye model [3] consists of a two-dimensional
finite impulse response (FIR) filter. This model
can be obtained as a separable combination of one-
dimensional approximations to the MTF of Eq. (1).
The frequency and impulse responses of the one-
dimensional filter used in [3] are shown in Fig. 2 as
a dotted lines. Note that the frequency response of
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Figure 2: Eye MTF and FIR approximation

this filter does not decrease at low frequencies, that
is, it does not model the Mach-band effect. However,
modeling of the Mach-band effect does not have an ef-
fect on halftoning algorithms that are based on an eye
model [3]. The frequency response of this filter is very
close to the MTF proposed by Daly (see [7]); it is also
very close to the frequency response of a Gaussian filter
with standard deviation 0.0095 degrees.

Printer models

Laser printers are capable of producing black dots
on a piece of paper, usually on a rectangular grid.
Most halftoning techniques assume that the printed
black dots are square. However, most printers pro-
duce roughly circular black dots, as shown in Fig. 3.
Thus, there is overlap between adjacent dots, and black
dots cover adjacent space that should be white. This
results in significant distortion in the printed images.
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Figure 3: Circular dot-overlap model

Conventional methods, e.g. “classical” screening, are
fairly robust to printer distortions at the expense of
spatial and gray-scale resolution. On the other hand,
model-based techniques [1, 3] exploit the characteris-
tics of each printer to increase both gray-scale and spa-
tial resolution.

We use the following notation. The printer is con-
trolled by an NW × NH binary array [bi,j ], where
bi,j = 1 indicates that an ink dot is to be printed at
pixel (i, j) and bi,j = 0 means that no ink dot is to be
printed. The pixel (i, j) is located iT inches from the
left and jT inches from the top of the image, where T is
the dot pitch (in inches) of the printer. The resolution
of the printer is 1/T dots per inch (dpi).

Model-based halftoning techniques depend on accu-
rate printer models to exploit the printer characteris-
tics. A general class of such models was introduced
in [1, 2]. According to this model, the gray level pro-
duced by the printer in the vicinity of site (i, j) has a
constant value pi,j that depends on bi,j and neighbor-
ing bits. Thus, the printer model takes the form

pi,j = P(Wi,j) (2)

where Wi,j denotes the bits in some neighborhood of
bi,j and P is some function thereof. A simple but very
effective printer model is the “circular dot-overlap”
model [1, 2] which assumes that the dots are circu-
lar as in Fig. 3. Alternative models can be found in
[8].

In the following sections we will use [xi,j ] to denote a
gray-scale image, where xi,j denotes the pixel located
at the i-th column and the j-th row of a Cartesian
grid. The typical gray-scale resolution is 256 levels; we
use a normalized scale in the interval from 0 = white
to 1 = black. We assume that the image has been
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sampled so there is one pixel per dot to be generated.
In our experiments, we used a 300 dpi HP LaserJet II
write-black B/W printer and a 400 dpi Canon CLC300
color printer.

Screening

In screening, the binary image is generated by compar-
ing each pixel of a continuous-tone image to an array
of image-independent thresholds. The binary image is
black when the gray level of the image pixel is greater
than the corresponding threshold and white otherwise.
The thresholds can be generated randomly (random
dither), or they can be periodic (ordered dither). In
blue-noise screening, the thresholds are periodic with
very long periods so that the halftone patterns have
a pseudorandom appearance. Dispersed-dot screening
techniques produce images with better spatial resolu-
tion and fewer halftoning artifacts than clustered-dot
techniques, but are more sensitive to printer distor-
tions.

The main advantage of screening techniques is the
fact that the required amount of computation is mini-
mal and can be carried out in parallel. The “classical”
screen has been the most popular for printing because
of its robustness to printer distortions and its similarity
to traditional analog halftoning techniques. Dispersed-
dot screening techniques can be used for printing if the
thresholds are chosen to account for printer distortions.
This can be done using the printer model of [1, 2] to
modify the thresholds of an already designed screen.
Roetling and Holladay [9] did this, using a circular dot-
overlap model. Actually, they went a step further, also
using the printer model to optimize screen design.

Blue-noise screening (BNS) attempts to approximate
the performance of error diffusion with faster execution
time. Two such techniques are the power-spectrum
matching technique [10] and the “void-and-cluster”
method [11]. They are dispersed-dot ordered dither
techniques which minimize the visibility of the halftone
patterns. In [12], Schulze and Pappas used the printer
and eye models described above to optimize the de-
sign of blue-noise screens using the void-and-cluster
method. The images generated using such model-based
blue-noise screens are nearly identical in appearance
with those generated by blue-noise screens with modi-
fied thresholds.

Modified Error Diffusion

The error diffusion technique [13] produces sharper
images than conventional screening techniques, but is
very sensitive to printer distortions. Stucki [14] was the
first to suggest using a dot-overlap model to account
for printer distortions. In [1, 2] Pappas and Neuhoff
showed that, by incorporating a printer model into er-
ror diffusion, it is possible not only to correct for the
effects of printer distortions but also to exploit them

+

−

f
xi,j -

vi,j - threshold
t

bi,j- printer
model

pi,j -

+−
f- ?

ei,j

�low-pass filter
hi,j

6

Figure 4: Modified error diffusion

to produce more gray levels. We refer to the result-
ing algorithm as modified error diffusion. In [2] it was
shown that while Stucki’s algorithm is more efficient
computationally, the MED has better performance.

A block diagram of the MED algorithm [1, 2] is
shown in Fig. 4. Without loss of generality, we as-
sume that the image is scanned left to right, top to
bottom. The binary image [bi,j ] is obtained by thresh-
olding a “corrected” value vi,j of the gray-scale image.
The MED algorithm uses a printer model to estimate
the gray level pi,j of the printed pixels. The differ-
ence between this gray level and the “corrected” gray
scale image is defined as the error ei,j at the location
(i, j). Previous errors are low-pass filtered and sub-
tracted from the current image value xi,j to obtain the
“corrected” value of the gray scale image. The thresh-
old t is typically fixed at 0.5.

The MED equations are [1, 2]:

vi,j = xi,j −
∑

m,n

hm,n ei,j
i−m,j−n (3)

bi,j =

{

1, if vi,j > t
0, otherwise

(4)

ei,j
m,n = pi,j

m,n − vm,n for (m, n) < (i, j) (5)

where (m, n) < (i, j) means (m, n) precedes (i, j) in
the scanning order and

pi,j
m,n = P(W i,j

m,n) for (m, n) < (i, j) (6)

where W i,j
m,n consists of bm,n and its neighbors as in

Eq. (2). Here the neighbors bk,l have been determined
only for (k, l) < (i, j); they are assumed to be zero
(i.e. white) for (k, l) ≥ (i, j) [1, 2]. Since only the dot-
overlap contributions of the previous pixels can be used
in (6), the previous errors keep getting updated as more
binary values are computed. This is why the error and
the printer model output depend on the location (i, j).
The assumption that the undetermined pixels are white
leads to a bias in the gray scale of the printed image.
This bias is very small and difficult to detect in practice
and can be eliminated by the multi-pass version of the
MED algorithm [8].

We found that for printed images the error diffu-
sion filter proposed by Jarvis, Judice and Ninke [15]
produces the best results. In fact, our experiments in-
dicate that it produces the best textures obtained by
any technique, including various modifications of error
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Figure 5: LSMB Halftoning

diffusion that are intended to reduce error diffusion ar-
tifacts. Some of those algorithms reduce textures at
the expense of an increase of overall graininess of the
image [16, 17]. We found that, at printer resolutions
of 300 dpi or higher, such graininess is a lot more ob-
jectionable than the artifacts it is trying to eliminate.
In fact, the multi-pass MED algorithm also eliminates
some of the low-frequency artifacts at the expense of a
slight increase in image graininess [8].

Least-Squares Model-Based Halftoning

LSMB halftoning exploits both a printer model and a
model of visual perception. It produces an “optimal”
halftoned reproduction, by minimizing the squared er-
ror between the output of the cascade of the printer
and visual models in response to the binary image and
the output of the visual model in response to the origi-
nal gray-scale image. This is illustrated in Fig. 5. The
LSMB algorithm seeks the halftone image [bi,j ] that
minimizes the squared error

E =
∑

i,j

(zi,j − wi,j)
2 (7)

where

zi,j = xi,j ∗h′
i,j , wi,j = pi,j ∗hi,j = P(Wi,j)∗hi,j (8)

Here Wi,j consists of bi,j and its neighbors as in Eq. (2),
and ∗ indicates convolution. Note that we have allowed
different impulse responses hi,j , h′

i,j for the eye filters
corresponding to the halftone and continuous-tone im-
ages. In fact, we found that when the filter of the
gray-scale image has a narrower impulse response, the
resulting halftone images are sharper.

The least-squares solution can be obtained by itera-
tive techniques [3]. Such techniques find a solution that
is only a local optimum; the visual quality of the re-
sulting halftone images depends strongly on the start-
ing point. In [3, 12], it was shown that, with an eye
filter designed for a viewing distance of 30 inches and
a printer resolution of 300 dpi, the starting point ob-
tained using the multi-pass MED algorithm produces
the best halftone images both visually and according
to the error criterion. The texture of these images is
almost the same as that of MED and the most signif-
icant difference is in the sharpness which is controlled
by the choice of h′

i,j .

Halftoning quality measure

Given an original gray-scale image [xi,j ], a halftone
image [bi,j ], a printer model, and an eye model, we can
define the following measure of halftone image quality

E =
1

N

∑

(i,j)∈A

(zi,j − wi,j)
2 (9)

where zi,j and wi,j are given by Eq. (8) and A is a
subset of the image containing N pixels. This is the
average of the squared error that the LSMB algorithm
minimizes. Usually A does not include the boundary
pixels to avoid biases due to edge artifacts. This image
quality metric takes into account the characteristics of
both the display device (printer) and the human visual
system.

Fig. 6 shows a magnified detail of an image halftoned
with the techniques discussed in the paper. The LSMB
result was obtained using h′

i,j equal to a unit impulse.
Based on the above quality metric and on subjective
evaluations, we can argue that the modified error dif-
fusion algorithm provides the best quality halftone im-
ages for a reasonable amount of computation.
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