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ABSTRACT 
In this paper, we introduce Therma, a thermal-aware run-time 
thread migration mechanism for managing temperature 
fluctuations in nanophotonic networks. Nanophotonics is one of 
the most promising communication substrate candidates for next-
generation high-performance systems. However, their underlying 
components are sensitive to temperature fluctuations. These 
fluctuations arise mostly because of the temperature changes on the 
cores, which are adjacent to nanophotonic components. Therma 
minimizes thermal fluctuations on these temperature sensitive 
components by moving threads across cores. Evaluation results 
reveal that when each core is executing a single thread, Therma 
achieves a 15.4% and 6.1% reduction in the photonic power 
consumption compared to the baseline and an interconnect-
oblivious thread migration scheme, respectively. It also reduces 
photonic power consumption by up to 20.7% compared to the 
alternatives when running multiple threads per core on the system. 
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1. INTRODUCTION 
With the advent of multi- and many-core architectures, the number 
of nodes in on-chip networks has been steadily increasing. With the 
inclusion of more and more components on-chip, this trend is 
expected only to grow. Considering the limitations of pure electrical 
networks, several new technologies have been explored. Among 
these, optical interconnect networks is one of the most important 
potential alternatives for future many-core microprocessors as it 
provides the highest bandwidth per area [2, 3]. However, this 
technology also poses significant challenges. Arguably, the two 
most important challenges are high power consumption and 
reliability. In this paper, we address the power consumption. 
Specifically, we target the high energy consumption in the tuning of 
photonic devices to deal with thermal sensitivity of silicon photonic 
devices [4-7], which relates to spatial and temporal variation in the 
refractive index of silicon-photonic devices [8].  

In the photonic devices, the ring modulator at the transmitter 
side and the ring demodulator at the receiver side need to operate at 

a specific temperature. Otherwise, they do not resonate at their 
designated wavelengths, because typically the rings in silicon-
photonic links are highly sensitive to the temperature fluctuations. 
Thermal variation of even a few degrees in a wavelength division 
multiplexing (WDM) would bring the ring to resonate at the 
incorrect wavelength [4, 8]. If a ring resonates at an unassigned 
wavelength, the data sent on the new wavelength is corrupted. 
Hence, resonators must be kept within a small temperature window 
to guarantee correct operation. In the majority of proposed 
architectures as well as commercial processor chips that feature an 
on-chip nanophotonic network (e.g., IBM 90nm processor chip [9]), 
layers with high power densities (e.g., processors and memories) are 
stacked right on top (or bottom) of temperature sensitive photonic 
network layer components. Placing such high power consuming 
layers next to the silicon nanophotonic layer will cause significant 
thermal coupling between them, which would lead to undesirable 
temperature variations in the photonic layer [10, 11]. Therefore, the 
sensitivity of the optical elements is a crucial obstacle for the 
integration of photonic devices in such 3D stacked devices.  

Figure 1 demonstrates the thermal behavior of the 8-core 
Niagara [12], which uses a dynamic voltage frequency scaling [13] 
to cool the processor [1]. As can be seen in the figure, a) the core 
temperatures can get high and b) there is a large variation of 
temperature within the run. In a 3D processor, this does not only 
affect the performance of the system, but would also lead to 
undesirable thermal variations on photonic components.  

The most common method to guarantee correct operation of 
rings is trimming. The thermal trimming scheme [14] corrects the 
resonance wavelengths by heating rings (for red-shifting, i.e., 
increase their resonance wavelength) or using carrier injection (for 
blue-shifting, i.e., to reduce the resonance wavelength). These 
techniques are known to cause high power consumption [4, 10, 14]. 
For example, a total of ~26W is necessary for trimming in the 
Corona network, which constitutes 54% of the total power 
dedicated to the network [2]. 

In this paper, we propose Therma, a novel thermal-aware run-
time thread migration methodology to reduce the impact of thermal 
fluctuations around the temperature sensitive photonic components 
such as ring modulators/demodulators. We keep their temperatures 
aligned to balance the overall temperature while keeping power 
consumption and performance cost at minimum. More specifically, 
Therma is a thermal management approach that enables threads to 
migrate between cores in a photonic multicore system to create a 
profile which results in minimum power consumption for the whole 
chip. Therma assigns threads to cores with higher/lower 
temperature depending on their thermal histories. Additionally, this 
system level ambient temperature control mechanism reduces the 
maximum temperature of rings and hence reduces the thermal 
tuning power consumption that is commonly used to maintain rings 
at the constant temperature [15]. While the benefits of Therma 
thread migrations are intuitively obvious, the amount of thread 
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movements should be efficiently managed to keep the cost low. To 
achieve this goal, Therma uses a fine-grained prediction-driven 
mechanism based on the temperature history of cores and their 
neighboring photonic components in order to move threads between 
cores. In case of each core executing multiple threads, Therma 
selects the thread(s) that are prone to increase the fluctuations 
among the rings and performs a swap. To identify such threads 
(within the set of threads running on a core), Therma uses 
instructions per cycle (IPC) rate of the thread. Therma also manages 
load balancing in the system by allowing more than one thread to 
migrate at a given point in time.  

The rest of this paper is organized as follows. Next section 
describes the related works. The details of experimental setup are 
presented in Section 3. Section 4 describes Therma methodology. 
Section 5 presents the experimental results and a summary is 
provided in Section 6.  

2. RELATED WORK 
Various approaches have been proposed to eliminate resonance 
frequency shifts of rings [4-8, 16]. Some of them [6, 16] use post-
fabrication physical trimming, where the refractive index of a ring 
is adjusted by employing UV light or electron beam. However, 
these techniques require trimming for each ring and it is not clear 
that such physical trimming is practical for high volume production 
[5, 7, 14]. As mentioned in the previous section, there have been a 
number of trimming schemes proposed in literature [4, 5, 7, 10, 14]. 
Therma is orthogonal to these hardware techniques. In addition to 
eliminating resonance frequency shifts of rings, preventing thermal 
coupling and reducing thermal hotspots are other important issues 
that should be considered.  

A number of hardware techniques such as thermal isolation 
using air/vacuum cavity [17, 18], microfulid embedded cooling 
approaches [18] and run-time system techniques such as DVFS [13] 
and workload migration [19, 20] have been proposed and/or used in 
current systems. However, these techniques do not consider the 
temperature of the nanophotonic layer. In [21] a thermal aware job 
allocation policy has been proposed to align the temperatures of ring 
modulators and filters in a photonic link. This approach reduces the 
thermal gradients across the photonic devices in a silicon-photonic 
link to less than 2.2oC. However, this approach relies on leaving 
some of the cores idle. Specifically, the number of threads is always 
less than the number of cores and the method does not distinguish 
among threads (i.e., it distinguishes active versus idle cores).  

As opposed to these techniques, Therma considers both silicon-
photonic device characteristics and the application behavior to 
optimize the overall chip thermal behavior with minimum cost. 
Also, Therma is applicable to be used in recent 3D silicon processor 
chips. In fact, to the best of our knowledge, Therma is the first run-

time system management technique aimed at managing 
nanophotonic power consumption. 

3. EXPERIMENTAL SETUP 
In this work, we model a 64-core processor fabricated using 22 nm 
SOI CMOS process on a scalable application-level architectural 
performance simulator based on Graphite [22] integrated with 
DSENT [23]. The architecture of each processor core is similar to 
the cores in the Niagara 2 [24]. Each core has 64 KB L1 instruction 
and data caches and a 256 KB L2 cache partition; hence, the total 
shared L2 cache is 16MB. The maximum core frequency is 4 GHz. 
We model a 480 mm2 chip with single-cycle routers, 1-cycle E/O 
and O/E conversions, and a 10 cm waveguide that has a 5-cycle 
round-trip time. The link latency is calculated based on the 
traversed waveguide length. We use 128-bit flits.  

The cores are organized into 16 equal clusters. In each cluster, 
four cores are connected via an electronic router. There are 16 
memory controllers that are uniformly distributed along the two 
edges of the chip. The nanophotonic technology parameters used 
in this paper are based on [2, 3]. We use an ATAC network 
topology [25] that models a radix-16 SWMR crossbar [2, 3]. The 
ring tuning model forces the rings to remain in their assigned 
channels either through heating or current injection [14, 26]. Figure 
2 illustrates the overall system design. We run multi thread 
benchmarks from PARSEC [27] suite. We collect runtime statistics 
from full-system simulations, and use them to calculate the power 
consumption of compute cores, caches, and memory controllers 
using McPAT [28]. We calibrate the dynamic power numbers 
collected from McPAT based on the (scaled) power dissipation 
data published for Niagara 2. We calculate the power consumption 
of the electrical and optical networks using DSENT. We model the 
thermal characteristics of a 3D-stacked architecture where the logic 
layer sits over the photonic layer using the 3D-chip extension of 
HotSpot [29] as depicted in Figure 3. It should be noted that our 
proposed methodology is generally applicable to any physical 
layout and any logical topology mapped to that layout. The 3D 
TSV model parameters are based on [18]. 

The total power consumption and temperatures are found by 
iteratively finding the dynamic power, the corresponding 
temperature, updating the temperature level in McPAT and then 
recalculating the power consumption (the iteration is continued 
until the temperature does not change). We measure the maximum 
temperature of the logic die during the execution of each one of the 
workloads. Then, we tune the rings to the maximum of all the 
observed temperatures that the photonic layer reaches across all 
benchmarks executed on the target architecture. We also use the 
default package configurations in HotSpot. The photonic part in 
the system includes waveguides and a large number of ring 

 
  

Figure 1. Representative thermal profile of an application 
execution on Niagara [1]. 

Figure 2. Target system design Figure 3. Target silicon 3D stack. 

 



modulators. We consider the thermal resistivity of waveguide 
blocks and ring blocks based on the resistivity and volume of the 
material in the block that are approximately the same as the thermal 
resistivity of silicon. All the thermal results we report in this work 
are from steady state analysis. In this paper, two alternative 
techniques are evaluated based on the configuration parameters 
mentioned in this section.  
Baseline Design: This approach is our baseline design which does 
not perform any migrations for handling temperature among rings. 
The architecture and framework of this scheme is similar to the 
proposed approach as mentioned above. 
HR: This technique is similar to Heat and Run (HR) [30] which is 
a thread migration scheme that is interconnect-oblivious. In HR 
approach, threads are migrated from overheated cores to the 
alternative ones in order to balance the temperature. To do so, 
performance counter-based information is employed to determine 
the resource intensities of various threads. More specifically, HR 
migrates the threads when critical temperature values are observed. 
In our implementation of this technique, a thread running on a core 
with a critical temperature is swapped with the one that has the 
lowest IPC. The threshold temperature for migration is set at 90oC.  

4. THERMA 
The goal of the proposed approach is to enable the benefits of thread 
migrations to minimize thermal coupling among the layers in 3D-
photonic systems and keep the stability of nanophotonic networks 
ambient temperature. In this section, we take a closer look at 
Therma approach and describe the benefits and limitations of the 
proposed technique.  

4.1 Therma Framework 
In order to use the benefits of task migration among the cores to 
control temperature fluctuations around temperature sensitive parts 
(e.g. rings modulators/filters) in the silicon photonic device, we 
propose a fine-grained prediction-driven approach to examine the 
temperature history of various components.  

Therma addresses the characteristics of the 3D-photonic 
system. In the silicon photonic on-chip network, temperatures of 
rings are affected by the temperatures of cores that are located close 
to the rings. So, the proposed policy takes the thermal history of 
cores and rings into consideration. A number of cores and rings are 
grouped to form a cluster similar to earlier works [3, 25]. Figure 2 
shows a sample cluster used in Therma. In our mechanism, threads 
can move to a core in a different cluster (inter-cluster transfer). 
However, within cluster migrations (intra-cluster transfers) are not 
allowed since the goal of our approach is to balance the temperature 
of each cluster with its components. This reduces the number of 
unnecessary migrations and hence improves the Therma efficiency. 

In each cluster, Therma assigns a thermal index to each core 
(αc(i) described in the following). If the thermal index is higher, 
the core is more prone to hotspots. Hence, this index will help 
Therma to understand whether a core needs to be cooled or not. 
Moreover, in addition to thermal index, we consider opto-thermal 
index (αb(i) described in the following) that are assigned to a block 
of rings in each cluster. Similar to the thermal index, if the opto-
thermal index of a ring block is higher, the block is more sensitive 
to the resonance variations. In this work, we try to minimize the 
resonance shift, which can be expressed by 

               ∆λ =
λ
𝑛𝑛𝑔𝑔

(
𝜕𝜕𝑁𝑁𝑒𝑒𝑒𝑒𝑒𝑒
𝜕𝜕𝜕𝜕

)∆𝑇𝑇                                       (1) 

where 𝑁𝑁𝑒𝑒𝑒𝑒𝑒𝑒  is the effective index and 𝑛𝑛𝑔𝑔 is the group index, the 
theoretical resonance shift efficiency ∆λ

∆𝜕𝜕
  is ≈ 0.078nm/oC [31]. So, 

even small changes in temperature can lead to considerably shifted 
resonances. Therefore, considering the amount of shift based on 
the temperature fluctuations around the rings is important. If the 
opto-thermal index of a ring block is high, it means that these rings 
are prone to variations; hence the temperature gradient around it 
should be decreased. Using opto-thermal index for the ring block 
allows a set of rings to be considered as a block instead of a single 
ring at a time. So, the designer does not have to route control 
signals to each ring individually in order to regulate the 
temperature of each ring, which would have been hard to 
implement since there are possibly hundreds of thousands of rings. 
We now define the Temperature History (TH) as the range of 
temperatures within which components must be kept in order to 
remain within a given power budget and prevent thermal coupling. 
For core i and ring block j, we define THCi and THBj, as a 
temperature history of a core and ring block for a time interval 
(epoch time), respectively. Similarly, we define a temperature 
history for cluster m that includes both cores and ring blocks for an 
epoch time to keep track of the average cluster temperature, which 
is denoted by Tclusterm. Each core i is assigned a value, Ct,i at 
epoch time t. Ct,i indicates the core to receive or send their 
executing thread in this interval. When a core needs to be cooled, 
the migration is performed based on the values of the cores. The 
Ct+1,i values of core C in cluster m are updated at regular scheduling 
intervals t as follows:  

Ct+1,i = Ct,i +Ɯm                                           (2) 
where Ɯm is the weight factor of the cluster m that core C is located 
in. The reason for considering the cluster weight factor for each 
core instead of the core weight factor is that we need to 
differentiate neighbouring cores and the ring block temperature 
together (they all impact each other). In the case that the average 
temperature of a cluster is greater than the balance temperature 
which we consider to keep the stability of the network, we define 
Ɯm as follows: 
Ɯm = ∑ ∑ 𝜕𝜕ℎ𝑖𝑖𝑔𝑔ℎ×∆THC(n)×∆THB(k)

𝛼𝛼𝛼𝛼(𝑛𝑛)×𝛼𝛼𝛼𝛼(𝑘𝑘)

𝑟𝑟𝛼𝛼𝑛𝑛
𝑘𝑘=0

𝛼𝛼𝑛𝑛
𝑛𝑛=0                                               (3) 

On the other hand, if the average temperature of the cluster is 
less than the balance temperature, we need to increase the Ct value 
of the core as follows:  
Ɯm = ∑ ∑ 𝜕𝜕𝜕𝜕𝜕𝜕𝜕𝜕 × ∆THC(n) × ∆THB(k) × 𝛼𝛼𝛼𝛼(𝑛𝑛) × 𝛼𝛼𝛼𝛼(𝑘𝑘)        

𝑟𝑟𝛼𝛼𝑛𝑛
𝑘𝑘=0

𝛼𝛼𝑛𝑛
𝑛𝑛=0 (4) 

where ∆THC(n) and ∆THB(k) are the difference of balanced 
thermal history and current thermal history for the core and ring 
block, respectively and are defined as follows: 
∆𝑇𝑇𝑇𝑇𝑇𝑇(𝑛𝑛) = 𝑇𝑇𝑇𝑇𝑇𝑇(𝛼𝛼𝑏𝑏𝜕𝜕𝑏𝑏𝑛𝑛𝛼𝛼𝑏𝑏) − 𝑇𝑇𝑇𝑇𝑇𝑇(𝑛𝑛)                                                (5) 
∆𝑇𝑇𝑇𝑇𝑇𝑇(𝑘𝑘) = 𝑇𝑇𝑇𝑇𝑇𝑇(𝛼𝛼𝑏𝑏𝜕𝜕𝑏𝑏𝑛𝑛𝛼𝛼𝑏𝑏) − 𝑇𝑇𝑇𝑇𝑇𝑇(𝑘𝑘)                                               (6) 
where αc(n) is the thermal index of core n and αb(k) is the opto-
thermal index of ring block k. Further, 𝜕𝜕low and 𝜕𝜕high are constant 
values to decide the rate of changes in the cluster weight factor 
value. In our experiments, we set 𝜕𝜕high = 0.05 and 𝜕𝜕low = 0.5, and 
use a history window length of 10 temperature values (e.g., 600ms 
interval for a sampling rate of 60ms). At each step, the values for 
all cores are summed up and normalized to find the average of the 
whole chip to maintain consistency in the computations. Note that 
𝜕𝜕 values and history window length are tuned for our system and 
should be modified depending on the target system. Furthermore, 
cn and rbn are the number of cores and ring blocks in each cluster. 

Using Equation 2, the policy updates the Ct,i values during the 
execution. At each epoch, we compare the highest and lowest Ct 
values at an epoch. If their difference is high enough, the threads 
are swapped. Specifically, if the maximum difference of Ct values 
is between cores i and j, the thread running on core i is swapped 



with the thread running on core j if �𝛼𝛼𝑡𝑡,𝑖𝑖 − 𝛼𝛼𝑡𝑡,𝑗𝑗� >
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where Cavg is the average of all C values and  
∑ �𝛼𝛼𝑡𝑡,𝑘𝑘−𝛼𝛼𝑎𝑎𝑎𝑎𝑔𝑔�𝑛𝑛
𝑘𝑘=0

𝑛𝑛
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  shows 

us twice the average span distance of each C to Cavg. Using this 
equation helps us to balance the core temperatures. By 
increasing/decreasing the weight factor proportionaly with 
difference to the average and cluster temperatures, the proposed 
approach achieves balancing across the chip, rings, and also the 
whole cluster. The core weight with a higher thermal index or ring 
block with a higher opto-thermal index value will observe faster 
temperature decreases compared to cores/rings with lower indices. 
This is to ensure that the cores/rings which are more prone to 
hotspots due to their location, receive less intensive workloads than 
the ones with lower temperature.  

We also set/update thermal index and opto-thermal index at 
run time by monitoring the temperature history. A large enough 
temperature history window should be observed in order to 
determine the typical characteristics of cores and ring blocks. The 
balanced temperature, THCbalance and THBbalance are safe operating 
temperatures which should be set to a value below the critical 
temperature threshold of system. For ensuring a reliable system 
operation, the cores need to operate below a maximum temperature 
value, which is usually between 85°to 110°C [29]. However, in this 
paper in order to assign an accurate THCbalance and THBbalance, we 
determined these two values in each step dynamically based on the 
average temperature that cores and rings have at that epoch. 
THBbalance is set high enough that ring blocks never exceed this 
temperature and heated up if their temperature is lower.  

In case cores execute multiple threads, Therma is modified 
slightly. Suppose that core i and core j are selected to swap the 
threads based on their Ct values as mentioned above (i.e., core j is 
cooler than core i). Also, let us consider that there are threads m 
and n executing on core i and threads k and l executing on core j. 
If m and k have higher IPCs compared to n and l, our approach will 
find the best two threads among those four to be swapped in order 
to balance the temperature. Specifically, the highest IPC thread on 
the hot core will be swapped with the lowest IPC one on the cool 
core.  

  
Figure 4. Average running time 
[in msec.] of each benchmark. 

Figure 5. Normalized cache miss 
rates. 

4.2 Overhead of Therma 
Therma performs occasional migrations, which may cause 
performance degradation: Therma incurs latency costs to copy 
architected state among cores, the overhead for inter-cluster 
transfers and uninitialized structures (most notably L1 cache 
misses). We must note that there have been a plethora of recent 
studies for fast thread migration [32, 33]. We have not taken 
advantage of such mechanisms and decided to tune our system 
(i.e., the frequency of migrations) so that it can be applied to 
existing systems without additional support. The correlation of our 
mechanism with fast thread migration methods is an interesting 
direction for future research. 

4.2.1 Latency Cost 

Figure 4 shows average running time of each benchmark for 
Therma, baseline design, and HR. The average running time for 
Therma is obtained based on the system total latency plus the cost 
of performing the migrations. The time it takes to move the 
architectural state is set to 89.7µsec, a conservative estimation 
based on recent studies [34]. In addition, the variable overheads 
(due to L1 and TLB misses) are measured by the simulations. As 
depicted in the figure, on average, the overall latency cost of 
Therma is 1.3% compared to the baseline system (ranging between 
0.5% and 2.8%). The reason for this small cost is that the frequency 
of migrations is relatively small compared to the overall execution 
time. It is worth mentioning that, since the proposed approach 
triggers a fine-grained prediction algorithm which relies on past 
temperature histories of the applications, the selection process of 
the threads that need to be moved between two cores are employed 
rapidly. 

Compared to HR, Therma provides 4.7% lower execution time 
on average. The reason for this improvement is related to the fewer 
number of migrations that Therma needs in order to reduce 
temperature variation in the cores. More specifically, the number 
of migrations in Therma approach is reduced by 36% on average 
compared to HR mechanism. In short, the number of thread 
migrations in Therma is smaller than HR, partly by avoiding intra 
cluster movements and also unnecessary migrations. 

4.2.2 Impact of Migrations on Cache Penalty  
Once a thread moves to a new core, it will experience cache misses: 
inter-cluster transfers in Therma result in loss of L1 cache data for 
moving threads. We leverage the existing coherence protocol to 
handle on-demand transfer of data using shared L2 caches for 
moving threads (similar to the scheme in [19]). For the cores 
studied, inter-cluster transfers include loss of first-level TLB state 
as well. However, the shared L2 TLB (behind the first-level TLB) 
is accessed simultaneously when the first-level cache miss is 
serviced, and is not in the critical path. Inter-cluster transfers result 
in additional cache traffic to the last-level cache and have power 
implications as we discuss in the next section.  

Figure 5 illustrates the normalized cache miss rates (both L1 
and L2) comparing to the Therma, HR, and the baseline design for 
the eight PARSEC applications. The results are normalized based 
on the L1 and L2 cache miss rates of baseline design. As seen in 
the figure, caches miss rates in dedup and swaptions applications 
increase more than the other benchmarks. This is because these are 
the two applications with the highest frequency of migrations. 
These two benchmarks cause higher power consumption and hence 
higher temperatures.  As a result, the number of migrations to 
minimize the temperature variation is higher. Moreover, it should 
be noted that L2 is shared between cores. Hence, as depicted in 
Figure 5, there is no considerable change in L2 cache miss rates in 
Therma and HR compared to the L2 cache miss rates in baseline 
architecture; in fact, in some applications we see a reduction in L2 
cache miss rates due to the increase in the number of accesses. 
Additionally, as shown in this figure, Therma on average achieves 
a 5.1% lower L1 cache miss rate compared to HR approach. The 
reason for that is clear. As we mentioned above, the number of 
migrations in our approach is smaller compared to HR. This will 
reduce the cache penalties and specifically L1 data loss and hence 
the cache miss rates compared to HR. 

5. EXPERIMENTAL RESULTS 
This section evaluates Therma on the 64-core system while running 
both single and multi thread workloads. For single thread execution, 
we run eight benchmarks from PARSEC with 128-bit flit size and 
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the thread count of 64. For multi thread execution, we run 160 
threads on our system. We compare our approach against the 
baseline design and HR mechanism. 

5.1 Single Thread Execution 
Figure 6 demonstrates the average temperature fluctuation around 
the rings for the proposed methodology, baseline design, and HR 
mechanism. As shown in the figure, on average, Therma maintains 
the temperature fluctuation around the rings at 2.3oC on average, 
whereas this variation is 10.8oC and 6.5oC on average for the 
baseline and HR, respectively. This leads the Therma to experience 
a reduction in power consumption: Therma can keep the stability of 
rings temperature and reduce the amount trimming power as well as 
the total chip power consumption. As depicted in the figure, the 
temperature fluctuations around the rings for dedup application is 
highest compared to other applications due to its higher average 
power consumption. On the other hand, for applications like canneal 
that have lower average power consumption, Therma maintains the 
rings temperature fluctuations below 2oC, which leads the rings to 
keep their stability and hence, reducing the power needed to trim 
their rings’ resonances. Overall, Therma reduces the temperature 
fluctuations by almost 5x compared to the baseline and by almost 
3x compared to HR. It is worth mentioning that although there is a 
big difference in the ring temperature variations for Therma and 
HR, the core temperature variation is comparable: the processor die 
temperature variation is 6.8oC on average for Therma and 7.5 oC for 
HR. This shows that considering the ring temperature during thread 
migration improves the overall efficiency significantly.  

Figure 7 shows the photonic power consumption of Therma, the 
baseline, and HR schemes for various PARSEC applications. The 
results are normalized to the baseline scheme. In the baseline 
design, as we mentioned earlier, the temperature fluctuations 
around the rings cause the rings to be off from their resonances. So, 
additional power is needed to correct them back. The baseline 
design and HR mechanism consume more photonic power 
compared to the proposed methodology. Specifically, on average, 
15.4% and 6.1% power reduction is observed in Therma in 
comparison to the baseline design and HR approaches, respectively. 
This achievement is obtained because we provide thread 
movements among the high power cores in various clusters, which 

balances the temperature among cores in each cluster and minimizes 
the fluctuations. As noted earlier, HR does not consider the rings 
temperature when making thread migration decisions. As a result, 
the temperature fluctuations around the rings are higher (as shown 
in Figure 6), which in turn causes higher power consumption for 
trimming. As depicted in Figure 6, the temperature gradient is 
below 2.3oC for Therma across all applications. So, the stability of 
rings become high and less trimming power will be used if 
correction is needed. The dedup application experiences large 
fluctuations in the baseline: about 18oC variation as shown in Figure 
6. Hence, it needs high trimming power. The amounts of power 
needed for heating and current injection for a 3-µm ring are 130 
µW/nm and 240 µW/nm, respectively [5-8]. So, as depicted in 
Figure 7, Therma reduces the photonic power consumption most for 
dedup application. 

 Figure 8 demonstrates the normalized energy-delay product of 
Therma compared to the baseline and HR approaches. As depicted 
in the figure, on average, Therma achieves a 7.8% improvement 
compared to the baseline design. Although Therma experiences a 
run time overhead due to the thread migrations, the considerable 
improvement in terms of power dominates this relatively small 
overhead and hence Therma reduces the energy-delay product of 
the system considerably. Moreover, Therma also provides a 12.3% 
improvement compared to the HR mechanism due to its 
considerable improvements in both performance and power as we 
discussed above. 

5.2 Multi Thread Execution 
We also evaluate the Therma scheme for multi thread execution. 
In this case, 160 threads are executed on the 64 cores. In the multi 
thread execution, there is a higher variability in the power 
dissipated by each core partially because they are executing 
different number of threads. This also changes the thermal 
behavior. Therefore, managing the thermal variation among rings 
becomes even more important. Figure 9 reveals that Therma can 
handle threads executing per core efficiently compared to 
alternatives. As expected, temperature variations around the rings 
increase when there are multiple threads running on each core. 
Specifically, the variation for the baseline is 16.2oC on average 
while it is 10.8oC for the single thread workloads. Similarly, HR 

   
Figure 6. Temperature fluctuation around the 

rings for Therma, baseline design and HR 
mechanism. 

Figure 7. Normalized photonic power consumption 
for PARSEC programs. 

Figure 8. Normalized energy×delay for PARSEC 
programs. 

   
Figure 9. Temperature fluctuation around the 
rings when each core executes multiple threads 

Figure 10. Normalized photonic power consumption 
for multi thread per core workload. 

Figure 11. Normalized energy×delay for multi 
thread per core workload. 
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could not maintain the thermal stability around the rings for multi 
thread execution similar to what it did for single thread execution: 
6.5oC for single thread execution and 9.1oC for multi thread 
execution. However, results reveal that Therma can maintain 
temperature variation around the rings at 3.4oC on average for 
multi thread workloads, where the variation is slightly higher 
compared to the single thread execution (2.3oC). The reason for the 
difference between Therma and alternatives is directly related to 
the novelty of Therma approach, which is applicable for both 
single and multi thread workloads per core. Since Therma 
considers threads, cores and rings during the migrations, threads 
will be moved intelligently and hence, variations will be reduced.  

Figure 10 illustrates the photonic power consumption of 
Therma, HR, and baseline design for multi thread executions. 
Results show that Therma reduces photonic power consumption by 
10.3% and 20.7% on average, compared to HR and baseline 
design, respectively. Finally, Figure 11 shows the energy-delay 
product for Therma compared to HR and the baseline. As shown 
in the figure, Therma achieves up to 18.7% improvement 
compared to the alternatives due to the efficient power reduction, 
rapid threads movement, and negligible performance overhead. 

6. CONCLUSION 
We presented a novel methodology, a temperate-aware thread 
migration (Therma), to alleviate the impact of temperature 
fluctuations on optical networks. We maintain the temperature 
stability of the photonic temperature sensitive components such as 
rings modulators/demodulators by performing thread migrations 
across cores. To the best of our knowledge, this is the first work that 
employs a run-time system management scheme to optimize the 
nanophotonic network power consumption. Therma uses a fine-
grained prediction-driven mechanism based on the temperature 
history of cores and their neighboring photonic components in order 
to reduce the chip temperature with minimal cost. Therma supports 
both single and multi thread per core executions. Evaluation results 
show that the proposed methodology achieves a significant 
reduction in temperature fluctuations, photonic power consumption, 
and energy-delay product compared to alternatives.  
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