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Abstract

Process variation has become a critical problem in modern
VLSI fabrication. In the presence of process variation, buffer
insertion problem under performance constraints becomes more
difficult since the solution space expands greatly. We pro-
pose efficient dynamic programming approaches to handle
the min-cost buffer insertion under process variations. Our
approaches handle delay constraints and slew constraints, in
trees and in combinational circuits. The experimental results
demonstrate that in general, process variations have great
impact on slew-constrained buffering, but much less impact
on delay-constrained buffering, especially for small nets. Our
approaches have less than 9% runtime overhead on average
compared with a single pass of deterministic buffering for de-
lay constrained buffering, and get 56% yield improvement and
11.8% buffer area reduction, on average, for slew constrained
buffering.

Categories & Subject Descriptors

B.7.2 [Hardware]: Integrated Circuits-Design aids;
J.6 [Computer-Aided Engineering]: Computer-aided design

General Terms

Algorithms, performance, reliability

Keywords

Buffer insertion, variation, statistical optimization

1 Introduction

Interconnect delays have become dominant in modern deep
sub-micron (DSM) designs with the continuously shrinking
VLSI feature sizes. Buffer insertion is widely used to reduce
the interconnect delays [2,3,6,19,23,32]. These researches are
focusing on the buffering on a single net. Saxena et al. [22]
predicted that 70% of cells will be dedicated to buffers within
a few process generations. An effective buffer insertion in a
whole circuit is needed. Recently, Sze et al. [26] proposed a
path-based buffering technique; Chen and Zhou [7] proposed a
network flow based buffering technique; Waghmode et al. [29]
proposed a look-ahead approach to handle the buffering of a
whole circuit. But none of them considered process variations.

Process variations become prominent in fabrication. The
traditional corner-based analysis and optimization techniques
become prohibitive. Nowadays, many statistical static tim-
ing analysis (SSTA) approaches [5, 28] emerged. Propagat-
ing distributions instead of single values, these techniques are
much more efficient. Based on these, some statistical buffer-
ing techniques [8,10,17,30,31] also emerged. But all of them
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are considering delay minimization. For the cost minimiza-
tion problem, the solution space is much bigger, and [24] has
proved that the problem even without process variations is
NP-complete. The pruning approaches in [10, 17, 31] are ex-
pensive, and [30] was shown to have worse solutions than the
deterministic buffering [8].

Buffer insertion is generally a discrete optimization prob-
lem: there are only limited types of buffers in a library, and
the possible buffering locations are restricted because of for-
bidden areas. For discrete optimization problems, statistical
optimization techniques as in [9, 12, 25] may not get much
better solutions than deterministic optimization techniques.
Sinha et al. [25] analyzed the situation where the statistical
gate sizing is necessary. It is well-known that statistical opti-
mization is much less efficient than its deterministic counter-
part in general. Therefore, for discrete optimization problem,
if we do the deterministic optimization first, and then an it-
erative refinement based on the deterministic results may get
decent results efficiently.

The slew constrained buffering is done before the delay
constrained buffering in the IBM physical synthesis method-
ology, and most nets may already satisfy the delay constraints
after the slew constrained buffering [20]. Recently, some slew
constrained buffering researches [14, 21] emerged. But they
did not consider process variations. He et al. [13] considered
the slew propagation, but it did not consider the variances
on the interconnects and the correlations among parameter
variations.

This paper considers both the delay constrained and the
slew constrained min-cost buffering problems. With the huge
number of buffers, the power consumption of those buffers
becomes prominent, and is proportional to the total buffer
area [19]. Thus, our objective is to minimize the total buffer
area. Our approaches can be easily extended to the optimiza-
tion of other cost metrics. The rest of this paper is organized
as follows. Section 2 presents the delay modeling of inter-
connects, and Section 3 proposes our buffering approaches to
handle the delay constrained and the slew constrained cost
minimization problem in buffering with the consideration of
process variations. Section 4 proposes our buffering approach
for a combinational circuit with the consideration of process
variations. Then, Section 5 shows the experimental results
on our approaches, and finally, the conclusion is drawn in
Section 6.

2 Preliminary

Given a routing tree with a distributed RC network, the clas-
sic van Ginneken’s algorithm [27] computes non-inferior solu-
tions bottom-up from the sinks to the root during the buffer-
ing. The objective is to insert buffers such that the maximal
delay from the root to sinks is minimized.

Lillis et al. [19] extended van Ginneken’s algorithm to
consider the cost minimization. Let (Pv, Dv, Cv) represent
a buffering solution of the subtree rooted at node v, where
Pv represents the cost, Dv represents the maximal delay to
sinks, and Cv is the downstream capacitance. If there are two
solutions (P1, D1, C1) and (P2, D2, C2) satisfying P1 ≤ P2,
D1 ≤ D2 and C1 ≤ C2 at one node, (P2, D2, C2) is inferior,
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and (P1, D1, C1) dominates (P2, D2, C2).
When process variations are considered, the wire length,

wire width and wire height are no longer deterministic val-
ues. [15] shows that the introduced variation on the inter-
connect can be more than 30% of the nominal value. The
parameters (e.g., Leff) of buffers are no longer deterministic
values either. We assume that all the random variables have
Gaussian distributions. Through principal component anal-
ysis (PCA) [5, 18], each random variable X is represented as
a canonical form: x0 +

∑n

i=1
xiεi + xn+1Rx, where εi’s are

independent random variables with the standard Gaussian
distribution, x0 is the mean value of X, xi’s are coefficients,
and Rx is an independent random variable with the standard
Gaussian distribution.

When a wire or a buffer is attached to a node, the de-
lay computation of the new solution involves the multiplica-
tion of two Gaussian random variables for the Elmore delay
model. Assuming that the result still has the Gaussian dis-
tribution, [8, 30] get analytic formula for this operation. We
will stick to the approach in [8]. For the D2M delay model,
the approach in [1] is used.

In this paper, we are considering the following three re-
lated buffering problem.

Problem 1 Delay constrained min-cost buffering on a net:
given a routing tree where possible buffering locations are spec-
ified, insert buffers such that the probability that the maximal
delay from the root to sinks is no greater than a given number
is no less than a given constraint η and the cost (e.g., total
buffer area) is minimized.

Problem 2 Slew constrained min-cost buffering on a net:
given a routing tree where possible buffering locations are spec-
ified, insert buffers such that the probability that the input slew
at each buffer or sink is no greater than a given number is no
less than a given constraint η and the cost (e.g., total buffer
area) is minimized.

Problem 3 Delay constrained min-cost buffering in a combi-
national circuit: given a routing combinational circuit where
possible buffering locations are specified, insert buffers such
that the probability that the maximal delay from the primary
inputs to the primary outputs is no greater than a given num-
ber is no less than a given constraint η and the cost (e.g., total
buffer area) is minimized.

Note that it is not necessary to consider the delay con-
straints and the slew constraints simultaneously, because most
of nets satisfy the delay constraints when the slew constraints
are satisfied, and those nets violating the delay constraints af-
ter the slew constrained buffering can easily satisfy the delay
constraints through the delay constrained buffering [14].

3 Min-cost buffering on a net

3.1 Delay constrained buffering

With process variations, a straight-forward extension of the
optimality condition of the deterministic min-cost buffering
is that (P1, D1, C1) is inferior iff there exist another solution
(Pi, Di, Ci) on the same node such that

Pr(P1 ≥ Pi, D1 ≥ Di, C1 ≥ Ci) = 1.

In reality, using this prune criteria cannot prune many so-
lutions since it is difficult for Gaussian random variables to
satisfy the 100% probability, so we relax it to

Pr(P1 ≥ Pi, D1 ≥ Di, C1 ≥ Ci) ≥ η,

where η is a given real number in (0.5, 1).
Xiong et al. [31] ignored correlations between delays and

capacitances, and proved that the transitive ordering prop-
erty is satisfied. Now we prove that the transitive ordering
property does not always hold when the correlations between
delay and capacitance are considered.

Theorem 1 Suppose random variables C1, C2, C3, D1, D2,
and D3 having a joint Gaussian distribution satisfy

Pr(D3 ≥ D2, C3 ≥ C2) ≥ η and Pr(D2 ≥ D1, C2 ≥ C1) ≥ η,

where η ∈ [0.5, 1). Then Pr(D3 ≥ D1, C3 ≥ C1) ≥ η does not
always hold.

Proof: Let A, B, C and D be random variables with a joint
Gaussian distribution. We need to prove that if

Pr(A ≤ 0, B ≤ 0) ≥ η and Pr(C ≤ 0, D ≤ 0) ≥ η,

where η ∈ [0.5, 1), it is possible to have

Pr(A + C ≤ 0, B + D ≤ 0) < η.

We found the following case: the means of A and B are -0.68,
the means of C and D are -0.32, and all of them have their
standard deviations (σ) equal to 1. The covariance matrix is 1.00 −0.99 0.36 −0.36

−0.99 1.00 −0.36 0.36
0.36 −0.36 1.00 0.72
−0.36 0.36 0.72 1.00


Then Pr(A ≤ 0, B ≤ 0) = 0.5035, and Pr(C ≤ 0, D ≤ 0) =
0.5098, while Pr(A + C ≤ 0, B + D ≤ 0) = 0.4922.

Corollary 1.1 Suppose X and Y are two vectors of random
variables with a joint Gaussian distribution, and

Pr(X ≤ 0) ≥ η, and Pr(Y ≤ 0) ≥ η,

where η ∈ [0.5, 1). If both X and Y have more than one
elements, Pr(X + Y ≤ 0) ≥ η does not always hold.

This implies if A is inferior to B, and B is inferior to C,
A may not be inferior to C. An important result based on
this implication is that the order of the pruning of inferior
solutions affects the final solutions. For example, suppose B
is inferior to C, and there are k1 solutions inferior to B, and
k2 solutions inferior to C, then it is possible to have k1 > k2,
thus if B is pruned by C first, those solutions inferior to B but
not inferior to C can not be pruned because B is no longer in
the solution list. Therefore, in order to get a minimal set of
non-inferior solutions, we have to compute the number of so-
lutions dominated by each solution, and keep those solutions
that dominate more solutions. Thus, the prune in a solution
list with n solutions needs to compute the dominance rela-
tion between each pair of solutions, which leads to n2 time
complexity, and a merge procedure that merges two solution
lists with m and n solutions needs m2n2 computation of the
dominance relation.

Another main difficulty in min-cost buffering is its big so-
lution space. During the buffering, the mean value of the
downstream capacitance of a statistical solution is always
equal to the downstream capacitance of a deterministic so-
lution since only the sum operation is involved in the capac-
itance computation. But for the delay, since the non-linear
multiplication operation is involved, the mean value of the
delay of a statistical solution may be different from the delay
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of the deterministic solution. In addition, because the num-
ber of statistical solutions is always not less than the number
of deterministic solutions, we can select a statistical solution
that is prone to be better than the deterministic one. Sup-
pose a set of deterministic solutions having the same cost at
a node v are (P, D1, C1), (P, D2, C2), . . . , (P, Dn, Cn), and
they satisfy

C1 < C2 < . . . < Cn and D1 > D2 > . . . > Dn.

With process variations, the delay and capacitance of this set
of solutions become random variables. Suppose their corre-
sponding statistical representations are {(P, D′

i, C
′
i)|1 ≤ i ≤

n}, and then they must satisfy µ(C′
i) = Ci. Now if we can

find another set of solutions {(P, D′′
i , C′′

i )}(1 ≤ i ≤ n), such
that for any (P, D′

i, C
′
i), there exist a (P, D′′

i , C′′
i ) such that

(µ(D′′
i ) ≤ µ(D′

i)) ∧ (µ(C′′
i ) ≤ µ(C′

i) = Ci), (1)

the yield is expected to be higher. If P is also random, we
can pick those solutions satisfying

(µ(P ′′
i ) ≤ µ(P ′

i )) ∧ (µ(D′′
i ) ≤ µ(D′

i)) ∧ (µ(C′′
i ) ≤ µ(C′

i)). (2)

So this is actually a greedy algorithm: always select the solu-
tion with higher probability to be better. As will be demon-
strated in our experimental results, the deterministic buffer-
ing that fixes parameters at their worst case values gets much
worse solutions on average. This is reasonable since the proba-
bility that a sample occurs in the region close to the nominal
value is much bigger for Gaussian distributions. Therefore,
here we select the solutions based on their mean value instead
of their µ + 3σ value, and the computation of deterministic
solutions fixes parameters at their nominal values.

The general framework of our statistical optimization ap-
proach is shown in Fig. 1. Let us see a specific application
of the framework on buffering. The deterministic buffering

Deterministic 
Optimization

Greedy Selection of
Statistical Solutions 

Better than 
Deterministic Solutions

Deterministic Solutions

Deterministic Setting

Statistical Setting

Figure 1: General flow of
our statistical optimization
framework.

that assumes parameters are
at their nominal values is
done first to get a set of
non-inferior solutions at each
node. Then we do the sta-
tistical buffering bottom-up
from the sinks to the root.
The merge of two solution
lists with m and n solutions
may generate mn new solu-
tions, so we are focusing on
the merge procedure. When
a merge is encountered, for
each deterministic solution K
in each branch solution list,
we pick a statistical solu-
tion with its cost less than
or equal to the cost of K,
its mean downstream capac-
itance less than or equal to
the downstream capacitance
of K, and its mean delay is
the minimal1. So the num-
ber of picked statistical solu-
tions to be merged is close to
the number of deterministic non-inferior solutions, which can
greatly improve the efficiency of the algorithm. This algo-
rithm is denoted as DL-FSBI. Note that the framework in

1if costs are also random, we select the solution that has the biggest
probability that its delay and cost are less than the delay and cost of
K, respectively.

Fig. 1 has many different implementations. For example, the
deterministic buffering may fix parameters at other corners,
and also the statistical solutions can be selected based on the
comparison on the µ + 3σ values.

Note that the pruning is an expensive step since it is at
least needed to compute the dominance relations between
each pair of non-inferior solutions. One variate of DL-FSBI
is to do the solution picking without the pruning. This can
greatly improve the efficiency. This variate is denoted as DL-
PK-FSBI. Another big difference between DL-PK-FSBI and
DL-FSBI is that DL-PK-FSBI picks solutions in the merged
solution list, and those solutions that cannot be picked ac-
cording to Eq.(2) are directly discarded, while DL-FSBI picks
solutions in the solution lists waiting for merge, and all those
newly generated non-inferior solutions are stored in a sorted
list. Thus, the number of solutions in DL-PK-FSBI is always
much smaller. Our experimental results will demonstrate that
the quality of solutions does not degrade much in the efficient
DL-PK-FSBI. DL-PK-FSBI-V2 is a variate of DL-PK-FSBI,
and it picks solutions based on both their mean values and
their µ + 3σ values.

3.2 Slew constrained buffering

The rising or falling time of a signal transition is its slew rate.
We use the slew model in [16]. Let Su represent the slew rate
at node u. If a buffer b is attached to the node u, the slew

rate at u’s downstream node v is Sv =
√

S2
u,out + S2

p , where
Su,out is the output slew rate of the buffer, and Sp is the
slew degradation along the path p from u to v. According to
Bakoglu’s metric [4], Sp = (ln 9)Dp, where Dp is the Elmore
delay of path p.

Hu et al. [14] proposes a deterministic slew constrained
buffering approach that assumes the input slews of buffers
are fixed at conservative values, and gets Su,out = PbCu +
Qb, where Pb and Qb are empirical fitting parameters. This
assumption is also used in our approach for simplicity, and our
approach can be easily extended to handle the cases without
this assumption. Let (Pv, Sv, Cv) represent a solution at node
v. We prove the following theorem.

Theorem 2 If the input slews of buffers are fixed at conser-
vative values, there is only one type of buffer, and the input
capacitances of buffers are no greater than sink capacitances,
the costs of the non-inferior solutions at a potential buffer-
ing node have at most two distinct values for the buffer area
minimization problem.

With process variations, the delays and the downstream
capacitance become random variables, so do the slew rates.
Assuming that delays and downstream capacitance have Gaus-
sian distributions, we know that path slew degradations Sp’s
also have Gaussian distributions. Let Dp = D0+

∑n

i=1
Diεi+

Dn+1RDp , and Cv = C0 +
∑n

i=1
Ciεi + Cn+1RCv , then Sp =

ln(9)D0+
∑n

i=1
ln(9)Diεi+ln(9)Dn+1RDp , and Su,out = (PbC0+

Qb) +
∑n

i=1
PbCiεi + PbCn+1RCv . Here, we assume that Pb

and Qb are deterministic values for simplicity. If they also
have process variations, the moment-matching approach in [8]
can be used here to get a canonical form for Su,out.

We use the same dynamic programming framework as
in [14]. We traverse the tree bottom-up from sinks to the
root, and at each node, we prune those inferior solutions.
Since we are considering the slew instead of the delay, the
inferior condition becomes:

Definition 1 (Cv1, Sv1, Pv1) is inferior iff there exists an-
other solution (Cv2, Sv2, Pv2) satisfying

Pr(Cv2 ≤ Cv1, Sv2 ≤ Sv1, Pv2 ≤ Pv1) ≥ η,
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at the same node, where η is a given constant real number in
[0.5, 1].

When a buffer is attached to a node, we need to compute
the probability that the output slew rate satisfies the slew
constraints. If it does not satisfy the constraint, the solution
needs to be discarded. The square root computation of ran-
dom variables is involved in the computation Sv, which is not
convenient for computation. So we compute S2

v instead of Sv.
Let Sqv represent the S2

v . Then according to E(A2) =
E(A)2 + σ(A)2, we have

E(Sqv) = ((PbC0 + Qb)
2 +

n+1∑
i=1

P 2
b C2

i ) + (ln(9)D0)
2

+

n+1∑
i=1

(ln(9)Di)
2

Also

E(Sq2
v) = E(S4

u,out) + E(S4
p) + 2E(S2

uoutS
2
p).

Suppose X has a Gaussian distribution with mean µ and
sigma σ, then the 4th raw moment of X is E(X4) = µ4 +
6µ2σ2 + 3σ4. Suppose X = x0 +

∑n

i=1
xiεi + xn+1Rx, and

Y = y0 +
∑n

i=1
yiεi + yn+1Ry. Then

E(X2Y 2) = x2
0y

2
0 + x2

0σ
2
Y + y2

0σ2
X + 2

∑
i

x2
i y

2
i

+σ2
Xσ2

Y + 4x0y0cov(X, Y )

+4

i=n−1,j=n∑
i=1,j=i+1,i6=j

xiyixjyj

Now we get E(Sq2
v) and E(Sqv), and then σ2(Sqv) = E(Sq2

v)−
E(Sqv)2.

It is not necessary for the Sqv to be represented in a canon-
ical form since it is needed only when a buffer is inserted,
and is never propagated. Once we know the mean and the
variance of the Sqv, assuming that Sqv has a Gaussian distri-
bution, we compute the probability that the slew constraint
is satisfied and discard those solutions that violate the slew
constraint. Our experiments demonstrate that this approx-
imation is accurate enough for the estimation of the yield.
This slew constrained min-cost buffering algorithm is called
SW-FSBI.

Our approach can be easily extended to handle the cases
where the output slew of a buffer is specified by a 2D look-
up table (LUT): change the deterministic comparison in the
approach of [14] to statistical comparison. For example, if the
original comparison is A ≤ B, we change it to Pr(A ≤ B) ≥
η, where η is a given value between 0.5 and 1.

3.3 Analysis

We observed that the delay constrained buffering is much
less sensitive to process variations than the slew constrained
buffering: it often occurs that the statistical delay constrained
buffering gets the exactly same solution as the determinis-
tic delay constrained nominal buffering, while the slew con-
strained buffering gets much better results. The merge of two
solution lists with m solutions and n solutions respectively
may generate mn new solutions in statistical situation. But
if the solutions in a solution list always have bigger delays
than those in solution lists of other branches, the merged so-
lutions always have the same (or similar) delays with those

solutions in the dominating solution list, and thus, the num-
ber of merged solutions is much less than mn, which is not
good for the statistical buffering. For whole circuit buffering,
this situation often occurs since the criticalities of wires in
different branches are often much different. In addition, most
nets in a circuit are small, so the merge operation seldom
occurs, and thus the number of newly generated solutions is
not big, which makes the statistical delay-constrained buffer-
ing behave not much better either. Therefore, we can use
the fast deterministic buffering as a pre-processing step to
check if it is necessary to do the statistical delay-constrained
buffering. Slew constrained buffering is a local optimization
problem, and some works just used the wire length to do slew
constrained buffering at the early stage. So slew constrained
buffering is more sensitive to variations.

4 Min-cost buffering on a combinational circuit

The assignment of various timing budgets on less-critical paths
in a combinational circuit would give multiple buffering solu-
tions, among which we need to select the one with the mini-
mal costs. Sze et al. [26] proposed a deterministic path-based
buffering technique, where the circuit is partitioned into trees,
and Lillis’ min-cost buffering algorithm is used to buffer each
tree. It is straight forward to extend that algorithm to con-
sider process variations: our statistical min-cost delay con-
strained buffering algorithm is used to buffer each tree. But
as shown in [29], the solutions from [26] have much more
buffers than those from [29].

Our idea is that the deterministic optimization techniques
are used to get a decent solution, and a statistical refinement
is done to get a better solution. This algorithm is denoted as
CC-FSBI. The first step is the deterministic buffering of the
circuit. Here as mentioned before, parameters use their nom-
inal values. The whole circuit buffering techniques in [7, 29]
can be used here. The second step is the statistical refine-
ment: we use DL-FSBI to buffer each net. Here the required
times and the load capacitances of sinks use those determin-
istic values computed by the first step.

The second step of CC-FSBI buffers each net, and does
not re-budget the timing between nets. If a gate has only one
input, we can buffer the combination of its fanin net and its
fanout net as a whole tree by viewing the gate as an existing
buffer. If a gate has more than one inputs, we do not combine
them, so the path-reconvergence problem as mentioned in [26]
is avoided. A variate of CC-FSBI is to use this technique to
re-budget the timing between neighbor nets.

5 Experimental results

DL-FSBI, SW-FSBI and CC-FSBI are implemented in C++
and tested on a set of big nets and combinational circuits. In
the statistical buffering, process parameters are set to have
at most 30% deviation (3σ/µ) from their nominal values. We
also implemented a deterministic delay-constrained buffering
approach, denoted as DL-DETBI, that uses Lillis’s algorithm
and Shi’s speed-up techniques [24] for delay-constrained min-
cost buffering, and the deterministic slew-constrained min-
cost approach [14], denoted as SW-DETBI, for comparison.
In DL-DETBI and SW-DETBI, all the process parameters
are fixed at their nominal values or their µ + 3σ values. All
the experiments were run on a Linux Redhat machine with a
2.4 GHz Xeon CPU and 2.0 GB memory.

5.1 Delay constrained buffering

We also implemented a statistical buffering technique that
does the pruning only according to the optimality condition,
and does not do the greedy selection of statistical solutions.
This is denoted as SBI. Therefore, we know if the quality of
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solutions degrades in DL-FSBI when we compare DL-FSBI
and SBI. We tested DL-FSBI and SBI on those nets in the
circuits from [26]. There are four types of buffers. These nets
are generally very small (most of them have less than 4 sinks),
so SBI can finish them in a short time. But we did not see
any degradation on the yield for DL-FSBI on this set of nets.

For delay constrained buffering, we also compare the yields
from DL-DETBI and DL-FSBI for each cost value. We use
the testcases from [8]. There is one type of buffer. Elmore
delay model is used for the delay computation. DL-DETBI
has two variates: DL-NOMBI has all the parameters at their
nominal values, and DL-WSTBI has all the parameters at
their worst case (µ + 3σ) values. For each cost value, we set
the delay constraint to the sum of the minimal delay achieved
by DL-NOMBI and its standard deviation. So the yield from
DL-NOMBI is always close to 84.13%. Table 1 shows the
comparison results. Note that SBI cannot finish any of these
testcases in one day, so DL-FSBI is much more efficient than
SBI. A good property of our approach is that the efficiency
of DL-FSBI also depends on the number of non-inferior solu-
tions in the deterministic buffering step, so with the help of
existing speed-up techniques on deterministic buffering (e.g.,
sampling), DL-FSBI can achieve much better efficiency. The
“# cost” column shows the total number of distinct costs; the
“# diff” column shows the number of cost values on which the
DL-FSBI/DL-PK-FSBI has more than 4% improvement on
the yield compared with DL-NOMBI; the “Avg (%)” columns
show the average improvement on the yields among those cost
values where the DL-FSBI/DL-WSTBI has more than 4%
improvement/degradation; the “Max (%)” column show the
maximal improvement on the yields among all the cost val-
ues. Actually, we do not see any case where the DL-FSBI
has yield degradation. Note that all the yields data here have
been verified by Monte-Carlo simulation. The results indi-
cate that the DL-FSBI can achieve big yield improvement
(e.g., p1 has 15.87% maximal improvement) on a set of cost
values. The DL-WSTBI always gets much worse solutions
than DL-NOMBI. DL-PK-FSBI is much more efficient than
DL-FSBI, and has only 8.99% runtime overhead on average
compared with DL-NOMBI. So the statistical buffering step
in DL-PK-FSBI is extremely fast. DL-PK-FSBI has only 6%
degradation on the “# diff” values on average compared with
DL-FSBI. Those statistical solutions better than determinis-
tic solutions with respect to µ + 3σ are also picked in DL-
PK-FSBI-V2, and the degradation becomes even less. For
example, the “# diff”s in “r2” and “r3” are both improved to
23.

On the other hand, comparing those values in the “# diff”
column and the “# cost” column, we see that DL-FSBI can
only improve the yield on a small set (max 15/131=11%)
of cost values. For “p2”, the statistical buffering does not
have any big improvement. Deng et al. [11] analyzed the
buffering on a two-pin net and showed that it is not necessary
to consider process variations based on some ideal conditions
(e.g., no blockage). Alpert et al. [2] also showed that the
density of wire segments does not change the solutions greatly.
From our experiments, we see similar things.

We also tested our approach on the much more accurate
delay model D2M. The comparison results are shown in Ta-
ble 2. The results indicate that DL-PK-FSBI-V2 achieves
8.51% improvement on timing yield on average.

5.2 Slew constrained buffering

For the slew constrained min-cost buffering, we compare the
yields from SW-FSBI and SW-DETBI [14]. The compari-
son results are shown in Table 3. The “Max” and “Min”
columns show the maximal and the minimal number of in-

Table 2: Delay constrained min-cost statistical buffering vs.
deterministic buffering on a net for D2M delay model
Nets DL-NOMBI DL-WSTBI DL-PK-FSBI-V2

#cost time(s) avg(%) #diff avg(%) time(s)
p1 44 11.07 -8.49 9 11.06 19.04
p2 87 770.01 -12.89 24 11.75 877.12
r1 127 375.62 -32.59 35 3.59 413.21
r2 168 530.02 -25.36 52 7.51 588.35
r3 142 736.38 0.00 32 8.63 813.16

serted buffers, respectively. The objective yield in SW-FSBI
is set to 97%. Here, we also used Monte-Carlo simulation to
compute the yield for each solution, and observed that the
computation of the yield using the proposed approximation
technique is very accurate (difference is less than 1% on aver-
age). The results indicate that the SW-FSBI achieves the ob-
jective yield on all the cases except the last one, and achieves
56% yield improvement with 3.3% cost overhead on average
compared with the deterministic buffering that uses nominal
parameter values. The deterministic buffering that uses the
worst case values achieves 100% yield on most cases, but it
cannot get feasible solutions for two cases where the slew con-
straints are tight. In addition, it has 11.8% cost overhead on
average compared with the SW-FSBI. The SW-FSBI is also
efficient since the slew constrained buffering does not have
many non-inferior solutions. In summary, the consideration
of process variations on slew constrained min-cost buffering
can greatly improve the yield.

5.3 Circuit buffering

We test CC-FSBI on a set of testcases from [26]. The nets
in these testcases are very small, and most of those nets have
only one sink. There are four types of buffers. The determin-
istic buffering approach called CC-DETBI works as follows:
the whole circuit buffering approach in [7] is done; then in
order to improve the yield, the net buffering approach in [24]
is used to buffer each net such that the maximal delay from
the source to sinks is minimized while the total buffer area
is also within a specified range. The comparison results on a
testcase “a1” are shown in Table 4. Column “Cost” shows the
cost from CC-FSBI over the cost from CC-DETBI. CC-FSBI
does not have big improvement on the yield, and its reduced
cost is also not very prominent. The other cases have similar
results, which are omitted because of the space limit. There-
fore, in general, a deterministic buffering approach is accurate
enough to handle the delay constrained buffering of those cir-
cuits where most nets are small.

Table 4: Delay constrained min-cost statistical buffering vs.
deterministic buffering on a combinational circuit

Circuits CC-DETBI CC-FSBI
Delay Yield Time (s) Cost Yield Time (s)

a1 291 ps 83.52% 162.93 99.86% 85.44% 289.27

6 Conclusion

With the consideration of process variations, we proposed ef-
fective approaches to handle the delay constrained min-cost
buffer insertion and the slew constrained min-cost buffer in-
sertion on a net, and also proposed an approach to handle
the combinational circuit buffering problem. We observed
that process variations do not have great impact on the delay
constrained buffering, especially for small nets, but they do
have great impact on the slew constrained buffering that is
mostly used in the current industry buffering practice [20].
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Table 1: Delay constrained min-cost statistical buffering vs. deterministic buffering on a net for Elmore delay model
Nets DL-NOMBI DL-WSTBI DL-FSBI DL-PK-FSBI DL-PK-FSBI-V2
# sinks # cost time (s) avg (%) # diff max (%) avg (%) time (s) #diff time (s) #diff

p1 269 131 35.31 -52.53 15 15.87 13.93 384.30 15 38.81 15
p2 603 164 251.81 -6.43 0 0 0 3861.59 0 272.17 0
r1 267 212 168.76 -20.79 9 9.19 5.54 2167.96 9 185.60 9
r2 598 374 1711.26 -26.63 24 14.50 5.65 23367.98 21 1801.77 23
r3 862 359 1607.01 -16.65 24 14.00 5.99 33149.76 20 1794.67 23

Table 3: Slew constrained min-cost statistical buffering vs. deterministic buffering on a net
Nets Nominal Worst SW-FSBI

Name Slew (ps) Max Min Yield (%) Time (s) Max Min Yield (%) Max Min Yield (%) Time (s)
p1 600 57 55 54.8 0.01 57 55 100 57 55 100 0.03

300 113 111 39.9 0.01 127 125 100 122 120 100 0.02
200 191 189 38.7 0.01 219 217 100 211 209 100 0.02

p2 600 127 125 43.85 0.03 134 132 100 133 131 97.75 0.05
300 264 262 48.31 0.03 283 281 100 270 268 99.04 0.05
200 445 443 46.64 0.03 494 492 100 457 455 99.87 0.05

r1 1000 63 61 60.63 0.02 78 76 100 64 62 96.69 0.03
800 75 73 58.00 0.02 87 85 100 78 76 97.26 0.03
600 88 86 40.59 0.02 N/A N/A N/A 89 87 97.64 0.03

r2 1300 96 94 28.53 0.05 118 116 100 98 96 98.57 0.08
1100 109 107 38.16 0.04 135 133 100 111 109 99.70 0.07
1000 117 115 43.28 0.04 N/A N/A N/A 119 117 99.82 0.06

r3 1000 145 143 24.66 0.05 178 176 100 151 149 98.45 0.08
800 170 168 32.45 0.05 211 209 100 176 174 98.95 0.08
500 242 240 35.26 0.05 293 291 100 246 244 95.93 0.08
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