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Abstract data involved necessitates employing some form of I/O par-
allelism (storing the data across multiple disks) to achieve
Object-relational databases management systems (ORhigh 1/0 bandwidth. Also, the compute intensive nature of
DBMS) extend the capabilities of the relational databases methods that act on large objects make them an ideal candi-
by allowing definition of new data types and methods to op- date for parallel processing by using multiple CPUs. The re-
erate on these data types while retaining most of the rela- trieval process is responsible for generating an efficient I/O
tional model semantics. In this paper, we examine issuesschedule that allows exploitation of /0 and compute paral-
related to parallel processing of queries in object-relational lelism to the fullest. We believe that I/O optimizations based
model with respect to efficient storage and retrieval of large on exploitingonly I/O parallelism (for example, a RAID
objects. We extend the concept of collective I/O and othersystem) are not sufficient; one also needs to take into ac-
related techniques like request merging and data sieving in count the compute parallelism to fully optimize the 1/O ac-
the database domain to achieve high performance in re-cesses. Also, there is a need to manipulate the computation
trieval of large objects. We deal with the I/O optimiza- process that allows both 1/0O and compute parallelism to be
tion problem in the query executor, access methods and theexploited at the same time.
low level runtime system. We also propose a new tech- A database system provides a unique scenario where the
nigue called pooled striping for efficient storage of large user (using a 4GL language like SQL) provides informa-
objects on multiple disks. The results presented in this pa-tion as towhatneeds to be done. The database system de-
per clearly show the effectiveness of the proposed I/O opti-cideshow the task should be done. For example, a query
mization techniques in handling large amounts of data in a only specifies a set of large objects and a method or oper-
parallel object-relational database system. ator to be applied on each of the large objects. It does not
11 ducti usually specify order in which the large objects should be
- Introduction processed. This gives the database system the freedom to
Object-relational databases extend the capabilities of theschedule the method/operator execution for the best possi-
relational databases by allowing the user to define new dateble performance. Also the database schema provides useful
types and methods to operate on these data types while rehints about temporal locality for data items. For example,
taining most of the relational model semantics. The size a table definition containing a large data type indicates that
of the user-defined data types can be anywhere from a fewthe large objects belonging to the table will be accessed to-
bytes (a complex number data type) to several megabytes (@ether. A query on that table usually processes a subset of
two-dimensional array that contains a million double pre- the large objects. This information can be used to design
cision floating point numbers). Hence user-defined databetter storage strategy for large objects.
types can be broadly classified in two categosesall data This paper presents a new storage strategy cpbeded
typesandlarge data typesdepending on the size of the data striping and a collection of I/O optimization techniques for
type. Instances of large data types are calede objects accessing large objects. It also gives an experimental eval-
While traditional data handling techniques used in relational uation of the 1/0O optimization techniques. Pooled striping
database systems are sufficient for small data types, speciakxploits the semantic relationship between large objects of
ized technigues are needed to handle the large data typeghe same type by enforcing spatial proximity among them
In this paper, we examine issues related to parallel processon the storage media. Temporal locality during query ex-
ing of queries in a parallel object-relational database systemecution (large objects of the same type tend to be accessed
with respect to efficient storage and retrieval of large ob- together) together with spatial locality guaranteed by pooled
jects. striping allow better 1/0O optimization during query process-
Management of large objects consists of storage, re-ing. The I/O optimization techniques are integrated into the
trieval and processing of large objects. The large amount ofquery execution engine. This allows the query execution en-
— _ gine to manipulate the query schedule to enhance the effec-
979(1(?2'57V;’ﬁgk,\‘l’"sa:_é‘é%_%r;‘;‘éégga” by NSF ASC-9707074, NSF-CCR- tiveness of the 1/O optimization techniques. Four different
t Center for Parallel and Distributed Computing, Department of Electri- /O optimization techniques are presented heZellective
cal and Computer Engineering, Northwestern University I/0 provides the basic framework for the other three opti-




mization techniques; it facilitates fetching and processing
multiple data items in parallel. Bothlequest mergingnd

Interconnection Network ‘

data sievingreduce the number of I/O accesses when ac- I I I I
cessing two or more data items that exhibit spatial locality. @ Processors
OID reorderingmanipulates the query schedule to exploit
spatial locality among data items. Database Server Threads
1.1. Related work
Storing data across multiple disks to achieve higher I/O @ @ @ @ Disks
bandwidth was proposed in [8] and others. Since then lot of
work has been done in the area of parallel I/O and various ) _
solutions have been proposed. A lot of this work has been in Figure 1. Computation and /O Model

the area of scientific computing where applications need to
access large arrays stored on disks [1, 14]. The SEQUOIApartitioning as shown in Figure 1. Processors are connected

2000 research project [10] is one of the early efforts that ™. . :
) . . . using a fast interconnection network. A processor that needs
looks at the DBMS issues in managing Earth Science data. .
. . . . . to access data on a remote disk contacts the owner processor
One of the major contributions of this work is the Sequoia of the remote disk. The owner processor does I/O on behalf
2000 Storage Benchmark [11] which is aimed at capturing of the requestin .rocessor Tk?e interconnection network is
the basic requirements for collection, storage and querying q 9p j .
. . sed to transfer the data between the requesting processor
of Earth Science data. We use this benchmark to presen .
and the owner processor. A subset of the compute nodes is

the experimental results in this paper. More recent work . .
. . . . . used to store the data belonging to large objects and hence
in this area can be found in the Paradise Project [7]. The

they also act aBO nodes

Paradise object-relational database system is a parallel geo-
spatial database system. It uses techniques developed as p&t2. 1/O issues in parallel database systems
of the Gamma Database Machine Project [2] and adds new

techniques for parallel processing of geo-spatial database Given hardware storage resources (secondary storage),
. : . A g . data layout strategy determines the physical organization of
gueries. While the Paradise Project is mainly aimed at par- you 9y ! phys! ganizal

o . . . data on the storage media. For parallel relational database
allelization of geo-spatial data processing techniques, our

work is aimed at efficient storage and retrieval of ORDBMS systems, data layout is determined based on how the t‘.”"
data bles are declustered among processors (e.g., round-robin,

. . itioning or hash partitioning). F llel object-
The rest of the paper is organized as follows. Sec- range partitioning or hash partitioning). For parallel object

. . . . . ) relational database systems, other factors like storage for
tion 2 gives an overview of the 1/O issues in parallel object- y g

. . ) ) large objects need to be considered.
relational databases. Section 3 describes the basic frame- 9 . ) . . .
To illustrate this issue, consider a table containing a large

work on which the 1/O optimizations are built. Section 4 data type as one of the attributes. If the large object is

discusses the proposed I/O optimization techniques. Sec- e .
. . . : stored inside the row, the size of the row becomes several
tion 5 describes the storage strategy. Section 6 discusses the

: : . ‘megabytes. A query that does not refer to the large data
computation scheduling scheme. Section 7 presents experi:

) type attribute can incur significant 1/0 penalty for the fol-
mental results. Section 8 concludes the paper. ; i X
lowing reasons: (1) Database systems do I/O in terms of

2. Parallel object-relational database systems pages instead of rows for performance reasons. Hence, the
. large attribute will be filtered out (usingojection) only af-
2.1. Parallel database architectures ter the row has been read. (2) Rows from a table are cached
Parallel database system architectures can be classified iby the database system to improve performance. The suc-
three basic categories [4Bhared Everything (SEphared cess of the caching scheme will be severely compromised
Nothing (SNRndShared Disk (SDJ9] compares the above since the cache can accommodate only a few rows from the
three architectures based on different issues involved in detable. (3) In a non-trivial query plan that processes large ob-
veloping a parallel database system. The SN architecturgects, a row is expected to move between processors (e.g.,
scores over the rest mainly due to excellent scalability andjoin andsortoperators usually need to move rows). Storing
provides near-linear speedups and scale-ups [2, 13]. Hencehe large objects inside the row will result in overloading the
SN architecture is a natural choice for implementation of inter-connection network and tremendous overheads.
a high performance parallel database system. Our system Typically large objects are not stored inside their owner
model consists of a set of process@rsgach havingalocal row [16]. Instead arObject Identifier (OID)which is a
disk to store the data. Each node runs a database servgrointer to the object, is stored in the row. This gives rise to
thread and is called aompute node Each table is dis- two different storage spaces in the databasealfle space
tributed among the compute nodes using horizontal tablethat stores the tables and abject spacehat holds large



objects. An important issue in object space organization isfetch and which processors needs to receive the results. Us-
I/0 load balancing. The object space is distributed over aing this information, the query executor has to come up with
number of disks associated with different processors, eacha schedule that determines the order in which the large ob-
holding a fraction of data. Each processor is responsiblejects are retrieved, where tageragemethod is executed for
for fetching the part of the data stored on its local disk. A each object (which determines the compute load balance)
skew in the amount of data accessed by each node can meaand how the results reach their individual destinations.

a significant degradation in performance. I{O load impal—. 3.2. Access methods for large objects

ance contributes to performance loss both directly and indi- )

rectly. Any processor that has to do more /O than others ACC€SS methods know the internal structure of the large
spends extra cycles O pre-processing This effectively ~ CPIECts. For example, theip method in query 2 from the
slows down other processors that need data stored on the€duoia 2000 Benchmark is aware of the fact that the large

heavily-loaded node. Another implication is that the pro- OPject its dealing with is a two dimensional array of size
cessor(s) doing more /0 need larger buffers and/or require}:600X2560 with each element of size 2 bytes. Based on this
more steps in the I/O schedule. Hence, 1/0 imbalance caninformation and theRECTANGLEparameter, it can carry
reduce the effectiveness of 1/0 optimization techniques. 1/0 ©ut /O optimization techniques that are specific to array ob-
load balancing is dependent on the data layout strategy emI€Cts [15].

ployed. There is na priori layout strategy that is guaran- 3.3. Low level I/O routines

teed to work for all types of datasets and queries on those 1 |oyy |evel I/O routines have information as to the ex-

datasets. Rather one has to choose an initial layout strats, ¢ physical location of the data. This information can be

egy based on heuristics and then coordinate I/O accesses s o pre-process the requests (which includes transfor-
avoid I/O imbalance. 3 mations applied to original set of requests), schedule the low

_I/O for table space can be handled by traditional tech- |e\e| /0 requests and prepare the communication schedule
niques [3, 12, 2]. Object space on the other hand needs spey, channel the data to the appropriate processor. [6] de-

cialized I/0 optimization techniques. Note that object space g¢yipes a multi-phase /0 strategy which can be extended
I/O optimization problem is different from the I/0 optimiza- ¢4, ;0 optimizations at this level.

tion and tuning issues in a RAID-type parallel disk system; o ]
a RAID is a tightly coupled system whereas a set of local 4. /O optimization techniques
disks attached to multiple processors is a loosely coupleds 1 collective 1/O

system. ) , o i .
Collective I/Ois used to optimize 1/O requests in a multi-

3. 1/0 optimization in the object space processor environment. The basic idea behind this tech-
.. . nique is to coordinate I/O accesses from different proces-
The database system can handle the I/O optimizationg,  “The processors exchange information regarding what
problem at three different levels. The techniques used atyai, each of them needs to access. This information is used
each level vary and are directly related to the type of infor- v, gerive an efficient I/0 schedule. Note that an 1/O sched-
mation available at that level. ule may require a processor to access data on behalf of some
3.1. Query executor other processor which results in communication when exe-

cuting the I/O schedule.
This is the highest level at which I/O optimization can uting .

be done. Information available at this levelogical. Con-  4.2. Request merging and data sieving

sider a modified version of query 2 from the Sequoia 2000  This technique is aimed at reducing at number of 1/O

Benchmark: requests. The average time to find and transfer an ar-
bitrary disk block iss + rd + btt, wheres is the seek

retrieve (average(RASTER.data), time, rd is the rotational delay anktt is the block transfer

RASTER.time) where RASTER.band = BAND time. To transfefk consecutive blocks, the estimated time

order by ascending time is s + rd + (k = btt). Hence, it is more profitable to give a

single 1/0 request for consecutive blocks than to giwep-

The clip method from the original query is replaced by arate requests. The request merging technique merges two
averagemethod. After selecting rows from tHRASTER  or more consecutive requests to reduce the number of 1/O
table that match th&vhereclause and then projecting the requests (Figure 2). It is used by the low level I/O runtime
timeanddataattributes, the query executor has to apply the system.
methodaverageo thedataattribute. Given the storage indi- Data sieving technique extends request merging by co-
rection mechanism (see Section 2.2), the query executor haalescing two non-contiguous requests. It reause data
a collection ofOIDs which are used to fetch the large ob- than necessary in order to reduce the number of requests
jects. Here the query executor knows how many objects toand throws away the unnecessary data (Figure 3).
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5. Object space organization

This section discusses the object space organization in
HEN " EEEEEEEEEEEN more detail. Consider a set of diskseach containind3
blocks of sizeBS. D is also called the striping factor. To
Figure 3. Data Sieving store data of sizé, the data is broken up in blocks of size
BS giving total (%1 blocks. These blocks are then dis-
i ) ) tributed over théD disks in a round-robin fashion. Note that
We implemented the collective I/O technique both at the block sizeBS used here may not be same as phesi-
query executor level and at low level I/O runtime system. .o qisk block sizebut the former is usually set to an integer
We do not use collective I/O at the access method level be-, iple of the latter for performance reasons. The exact

cause a single large object is usually processed by a singlg 5 e of the multiple will depends on the average request
processor which reduces the effectiveness of the techniqueg;,e - gince block size sets the lower limit on the size of the

In the query executor, the processors carry out a complet§q raqest generated by the database system, a value much
exchange of the OIDs of the objects that need to be réadygher that average request size will result in lower perfor-

This allows the query executor to reorder the OIDs based 0N, 5 e (Section 7). The stripe factor, on the other hand, is
object proximity A partial reordering of the OIDs is done e gifficult to predict. A value too low will mean low

based on thiogical proximityof the large objects they point bandwidth, whereas, too a high value will mean more mes-
to in the object pool (Figure 4). The figure shows logical sages (Section 7).

pool of objects at the top, the numbers indicating their OIDs, L

indicating spatial proximity between the objects. On the left 2-1- Motivation

is shown the original schedule of accesses. For example, Storage strategy plays an important role in the success of
processor 1 needs to access objects with OIDs 10, 3 and 6the 1/0 optimization techniques. A storage strategy should
According to this schedule the first phase of I/O will access strive for:

objects with OIDs 1, 10, 7 and 4 (one object per processor). 1/O parallelism: Data items should be stored in such a
The second phase will access objects with OIDs 9, 3, 11 andway that I/0 accesses should find the relevant pieces of data
8 and the rest are accessed in phase three. Note that accessegually distributed across as many disks as possible. This
according to the original schedule result in I/O requests for allows for reading the data on the disks in parallel, resulting
objects that are distributed randomly in the pool. The re- in higher I/O bandwidth. In an ideal storage strategy that
ordering technique shuffles the order in which the objects stores data acros8 disks, any I/O request that fetchas

are accessed so that in each 1/0 phase objects that are clods/tes of data will find%f of the data on each disk.

to each other are accessed. On the right is shown the I/O Spatial locality: Accessing data from a single disk
schedule after reordering. The reordering technique allowsshould result in as few disk I/O requests as possible. To
the query executor to execute I/O requests for large objectsachieve that, the data should be contiguous on disk. As
that are closer to each other. This increases the effectivenesgoted in Section 4.2, the request merging and data sieving
of therequest mergingnddata sieving techniqudsecause techniques can exploit spatial proximity of the data to ac-
the logical proximity of the objects implies physical prox- cessed to reduce the number of 1/O requests. In the ideal
imity of the data due to the round-robin striping strategy case, if\/ bytes of data is accessed from a single disk, then
used as discussed in Section 5. there should be a single disk access.




5.2. Pooled striping taking into consideration other factors like from how many
disks it was accessed and how much data was accessed from
each disk. Hence they give only a rough estimate of I/O ef-
ficiency. The fifth metric together with the amount of physi-

We designed a new technique calledoled stripingto
organize and manage the object space. In contrastie
vidual stripingwhere each large object is striped indepen-

dently of others, pooled striping concatenates large objectscal memory available_, restr_icts the number of feasible query
belonging to the same data type to foriogical poolwhich plans. For example, if 5 objects per processor need to be ac-

is then striped across the disks. Since the pool is striped_cesSed from 4 processors and gach processor can hold max-
acrossall available disks, one can exploit 1/O parallelism imum two objects at the same t'mef one can eliminate query
to the fullest. Any contiguous I/O request on the pool big- plans.that perform ObJ?C.‘ re”'e""?" n Igss _than thrge phases
ger thanBS x D bytes will ensure that all disks are active (Section 6). Th_e remaining metrics give fln_er details ab_out
and the amount of data fetched from each of them is ap- 1/0 load balancing and how efficiently the interconnection

proximately equal. Also the large objects of theme type net_vvorlg IS Iused.kThese metncls |q?nt|fy 1/0 and comnum-
exhibittemporal locality This is because a query operating Cation bottlenecks. For example, if metric 6 is much larger

on a table that refers to them selects a subset of the object an metrlg 1 divided by number of disks, it mc_hc_:ates aprob-
contained in the pool. During query execution, this tem- em with either storage strategy (lack of sufficient I/O par-

poral locality is translated in spatial locality because all the &/1€/ism) or query plan (bad /O scheduling). Section 7 uses
objects accessed by the query are together in the same pooll'€S€ MEtrics to explain the experimental results.

_ Note that |_ooole_d striping isotj_ust individual striping_ 6. Computation scheduling
with the starting disk for each object follows the last disk
for the previous object. Pooled striping introduces the no-  Next we consider retrieval strategies for large objects.
tion of a set of related objects. It combirtesnporal local- ~ The query executor needs to retrieve multiple large objects
ity (objects that are accessed in the same query)spigtial on each node and process them in parallel. As noted in
locality (by putting them together in the sarpeol). This ~ Section 2, typical datasets occupy several gigabyte of data
allows us to apply 1/0 optimization techniques on a group Which prevents keeping the entire dataset in the main mem-
of objects at the same time instead of applying them indi- ory. The amount of data that needs to be accessed, which
vidually on each object. Each large object by itself pro- varies depending on the query, may prohibit loading all the
vides very little I/O parallelism benefits since it occupies a data at the same time. Hence, the data needs to be loaded in
few megabytes reducing the effectiveness of the optimiza-multiple phases and results from each stage need to be saved
tion techniques discussed in Section 4. Also, the ability to (if needed) before loading the data for the next stage. In the
apply methods to large objects in parallel is important to case where data accessed by a query fits in the main mem-
achieve compute parallelism. If the large objects are stripedory, it should be loaded in a single phase. Given these con-
across disks independent of each other, it is not possible tcstraints, the query executor needs to schedule large object
optimize the 1/O access pattern that is generated when mulfrocessing in multiple phases. In each phase, a processor is
tiple large objects need to be fetched in parallel. permitted to load data that fits in its main memory.

LoadN strategy. This is a naive strategy whey¢ large
objects belonging to singleprocessor are retrieved in a sin-

The I/0 cost estimation needs to consider not only the gle phase and the process is repeated till all objects belong-
time needed to access secondary storage but also the coning to all the processors are processed. The left part of Fig-
munication overhead associated with 1/O optimization tech- yre 5 lists the OIDs of the objects that need to be retrieved
niques and the main memory usage. We use the followingon each processor. On the right, is one of the possible 1/0

5.3. 1/O cost estimation

metrics to compare two query execution plans: schedules under the LoadN strategy. In the first phase, OIDs
(1) total amount of data accessed 1, 5 and 9 are retrieved which belong to processor 0. The
(2) total number of I/O requests next phase retrieves objects for processor 1 and so on. Note
(3) total amount of data communicated that there could be multiple phases that retrieve objects for
(4) total number to messages generated the same processor. For example, a LoadN strategy with
(5) maximum amount of memory needed N=2 will need 8 stages, two for each processor, to retrieve
(6) maximum amount of data accessed the complete set of objects. Since the data for the objects
(7) maximum amount of data sent is striped across multiple disks, I/O parallelism can be ex-
(8) maximum number of messages sent ploited. This strategy offers no compute parallelism because
(9) maximum amount of data received the requesting processor has to process the retrieved objects
(10) maximum number of messages received in a sequential fashion.
The first four metrics give an overall picture of how op- LoadN4All Strategy: A better strategy is to load/ ob-

timal the I/O execution plan is. For example, the first met- jects forall processors in a single phase This strategy gives
ric only looks at the total amount of data accessed withoutboth I/O and compute parallelism. The I/O parallelism is



© 159 Stage| Objects Retreived 7. Implementation results

3610 1 1 5 9 The results were taken using a parallel object-relational
database engine we developed. The details of this engine

2711 2 |3 6 10 are not presented here due to space constraints. We chose
the Sequoia 2000 Storage Benchmark for the results pre-

48 1.2 3 2 7 u sented in this section. The benchmark provides three sepa-

T \ 4 4 8 12 rate datasetsegional national andworld. We use the re-

Processor OID gional dataset which is a little over 1GB in size and covers
an area of 280km X 800km comprising of the states of Cal-

Figure 5. LoadN Strategy (N=3) ifornia and Nevada at spatial resolution®@$.sm X 0.5km.

A subset of the queries from the benchmark, ones that ma-
nipulate raster images, is used for the results presented here.

0 159 Stage| Objects Retreived The schema for the tables used in these queries is:
3610 1 /1 2 3 4 create RASTER( location = box,
time = int4, band = int4,
2711 2 5 6 7 8 data = int2[][))
4 812 3 9 10 11 12 . )
y timeis a four byte integer and denotes the half-month
\ over which the raster data was accumulated. The data set
Processor oID contains data for one year, with the valdeg, . .., 26. The
location attribute specifies the bounding box for the raster
Figure 6. LoadN4All Strategy (N=1) data and is represented by the coordinates of its top-left

and right-bottom corners represented by four 4-byte inte-

gers.bandspecifies the wavelength band at which the data

was captured; the values range ove?, 3,4,5. datais a
obtained by retrieving multiple large objects in parallel. The two dimensional array of siz2560.X 1600. Each point is a
compute parallelism results from processing these objects intwo byte integer. There are 150 records in the data set. The
parallel, since they belong to different processors. RECTANGLE constant is set to a region covering an area of

The left part of Figure 6 shows the list of OIDs of the ob- 100kr:nX100k_m' The BAND gogstant Is set th
jects to be retrieved on each processor. One of the possible The experlme_nt was carriec OL_‘t on a 16 processor (12
schedules under LoadN4All strategy is shown on the right. of these are available for appl|cat|pn programs) IBM SP2.
In each stage)\ objects for each processor are fetched. In Each processor has 128MB main memaory gnd a 2GB
the schedule shown, four objects are fetched in each stage(,512'vIB available for user applications) local disk. Differ-

one per processor. Note that the order in which the objectsent storage layout were evaluated by varying the number of

are fetched need not match the order in the list shown Ondisks used to store the large objects as well as the block size.
the left. For example, stages 2 and 3 could be interchanged 1 N€ experimentuses query 2 from the benchmark.

or object 4 could be fetched in stage 3 and object 12 could . in(RASTER.d RECTANGLE

be fetched in stage 1. As we will show in the later part of retrieve (C_ Ip( h -data, band = ),

the paper, such reordering may be necessary to improve yJRASTER time) where RASTER.band = BAND

rformance. . .
performance This query needs to access @éta objects. The to-

The LoadOne4All strategy not only offers both I1/O and tal amount of data needed from each obje&0& B. The
compute parallelism, it also fits the framework provided by query returns about 2.1MB of data. First thelect op-
collective I/O technique. The each phase, each processoerator is applied to thRASTERtable which selects rows
generates 1/O requests for the objects that it needs to prowhoseband attribute is equal tBAND This result is stored
cess in that phase. These I/O requests are then collecteth a temporary table[1. TableT1 contains 26 rows. Then
together to generate an 1/O schedule for that phase. Theheproject operator is applied to tablEL which projects
success of the strategy depends on the selection of objectthetime anddata attributes and stores the resultin a tem-
to be retrieved in each phase. We do a partial ordering of theporary tableT2. TableT2 contains 26 rows. Tabl&2 is
objects based on their spatial proximity. This allows us to then sorted on théme attribute to create tabl€3. Ta-
generate a compute schedule in which objects retrieved inble T3 also contains 26 rows. Thaip operator is then
each phase exhibit spatial locality. Details of this technique applied to tableT3 to compute the final result. This step
are not presented here due to space constraints ([5]). retrieves 26 partial large objects, one per row of tai8e



Figure 7 gives summary results for the execution of the nodes means greater I/O bandwidth. For the same number
clip operator. Since the large objects are accessed only duref I/O nodes and block size varying the number of com-
ing the execution of thelip  operator, the execution time  pute processors has little or no effect on the I/O time. The
is reported only for that operator. The experiments were communication time depends on the number of messages
carried out for blocks sizes from 8MB (where entire raster exchanged and the amount of data exchanged. If the sender
image fits inside one block) to 64KB (where each block ac- is delayed due to load imbalance (compute, I/O or commu-
commodatesé—8 of the raster image). We find that 512MB nication) then the receiver is delayed too). As the block size
(each block accommodate%gv of the raster image) is the is decreased the amount of data transferred between proces-
most optimal block size. sors also decreases. But the number of messages exchanged

The number of nodes across which the data is spread als®etween processors increases due to an increase in the num-
affects the overall timing. Larger the number of I/O nodes, ber of blocks and meta-information about the blocks that

greater is the potential /0 bandwidth. The effect of vary- is exchanged between the processors. Consequently, the
ing the total number of nodes is mixed. One reason for this send operation time decreases as the block size decreases
behavior is that thelip method is not compute intensive, but it starts increasing again due to extra message overhead
and therefore, compute parallelism cannot be exploited ef-for low block sizes. Increasing the number of I/O nodes
fectively. The only gain that the increased number of com- While keeping the number of compute nodes and the block
pute processors provides is the increase in the amount ofize constant reduces the send operation time because the
main memory available which results in more data being predominant users of the send operation are the /0O nodes
fetched in a single step of the I/O schedule. For a givenwhich need to send the data to other processors. Since the
number of disks there is an upper limit at which they can same amount of data is being read in all cases, more senders
supply data. Thus, for a small number of /0 nodes, in- means less amount of data to be communicated per sender.
creasing the number of compute processors does not result also increases the amount of data that an I/O node reads
in any improvementin performance. Increase in the numberwhich is intended for the same processor resulting in a local
of 1/0 nodes ensures that the disks can supply data at suffmemory copy operation which is cheaper than a send op-
ficient bandwidth, allowing better performance for higher eration. For small block sizes, an increase in the number
number of compute nodes. of compute nodes means an increase in the number of mes-
Next we analyze the results in terms of components of S8g€s carrying the block meta-information. For very high
the total execution time. For the same number of computePlock sizes the amount of data exchanged between proces-
and 1/0 nodes, the 1/O time decreases as we decrease th@0rs increases which results in a heavy load on the intercon-
block size till the optimal block size is reached. Any further nection network.
reduction in block size does not reduce the I/O time. Since
I/O operations are carried out on blocks, if either block size 8. Conclusions
or I/0 request size is not a multiple of the other, extra data
is read which is eventually discarded. For block sizes larger  The work presented in this paper mainly focussed on ex-
than the 1/0 request size, a reduction in block size resultstending the collective 1/0 and other related techniques to
in less amount of useless data being read. For block sizeshe ORDBMS domain. We also evaluated two new tech-
smaller than 1/O request size, more than one block is readniques: pooled striping for better storage management and
per request which result in more communication overhead. OID reordering (the results for this technique are not pre-
Another factor that affects the 1/0 cost is the number of sented here due to lack of space). Collective I/O which is
I/0 nodes which are actually involved in I/O. For very high a generic technique provides the framework necessary to
block sizes (comparable to the size of the object being read)allow multiple processors to coordinate their I/O requests.
inter-object 1/0 parallelism{multiple objects stored on dif- Data sieving and request merging techniques were used to
ferent disks which are read in parallel) is dominant and a optimize the number of disk accesses. The most impor-
uniform distribution of objects among the disks guaranteed tant factor that determines available speedups is the number
by pooled striping keeps all I/O nodes active. For low block of distinct objects accessed. Inter-object I/O parallelism is
sizes,ntra-object I/O parallelism(different parts of the ob-  found to be more conducive for better speedups than intra-
ject being read in parallel) ensures that all /O nodes areobject I/O parallelism. This proves the basic concept behind
active. Also at very low block sizes the setup cost of the pooled striping, that storage strategies in a parallel database
I/O operation (Section 4.2) starts dominating the total cost systems should try to optimize storage for a collection data
of the operation, which results in 1/O cost remaining rela- items rather than storage for individual data items. The re-
tively the same for different block sizes. For the same num- sults also validate the effectiveness of collective I/O in terms
ber of compute nodes and block size, increasing the num-of speedups in query execution times. We are currently per-
ber of I/0 nodes decreases the 1/O time since the data beindorming more experiments to evaluate various other 1/0 op-
read is distributed evenly among the I/O nodes and more I/Otimization techniques including OID reordering.
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Figure 7. Summary results for the experiment



